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Executive Summary

The GridCoord consortium held a workshop in Lisbon, on August 27-28th, 2005, called Grids@Large, which was co-localized with the Euro-Par 2005 conference. 

The aim was to bring together people with an experience in very large scale systems, and to explore how this experience could be reused in the Grid domains. Ten speakers were invited to demonstrate their knowledge in large scale deployment, and a panel was organized, to foster idea exchange (it was indeed animated and motivating). This spanned a wide spectrum: architecture, administration, networking, and Grid. 

The workshop was very successful, with an attendance of 35 people. Registration was made through the EuroPar registration page. All the expenses of the speakers were covered by the GridCoord project.

The key findings of the workshop were:

· Scaling up infrastructures causes problems: issues are technical of course, but also in human resources (user handling), political (federating decisions), and financial (securing long term investments).

· Kesselman and Foster’s seminal metaphor - the computational Grid analogy with the electrical power Grid - is only partially relevant, with respect to the current advancement in the field. Indeed, it does not take into account the cost model for different resources, and the interoperability issues. This is to be solved if industrial uptake is desired. 

· The involvement of politics is essential, for inciting and strengthening large-scale Grids. It is needed to secure the financial commitments, for the administrative co-ordination, and for its establishment on a long time-frame. ChinaGrid (introduced by Hai-Jin during the workshop) is exemplary: the Chinese government is pushing for Grids, and tremendous, coordinated efforts are put in to catch up with the European level.

· The issues faced are very complex, and often badly tackled: lack of standards, lack of continuity in the authorities’ back up, and complex inter-disciplinary co-ordination (not just in Computer Science). The “Mare Nostrum” example (highlighted by Sergi Girona during the workshop) is outstanding: the preconception stage was a key factor to the success of the project. To handle the general Grid problems, a combination of the expertise needs to be made from:

· Computer Science,

· Electrical Engineering,

· Project Management techniques,

· together with a strong co-ordination of funding bodies and relevant authorities.

· Real co-ordination on a European level is required. Some projects (DAS, Grid’5000) are already setting up cross-country collaborations, which can only be true success stories with the participation and extended support of the National funding bodies and of the European Commission.

The Grids@Large Workshop

Workshop presentation

In the last couple of years, Grid has been following technical and scientific goals. Grids have grown to very large sizes, and the main issues have shifted to managing such big objects, and interacting with it. The international grid community has up to now developed environments based on “in-house” ideas and skills (Globus, Unicore, etc.), with little attention to sibling communities. The challenges set by really large scale use of grids will necessarily demand importing ideas from other technologies, in the first place peer-to-peer approaches, and component-based software engineering. So a workshop has been held in August 2005, to focus on displaying experience of people doing “actual” deployment and management of structures at a very large-scale, in a versatile and/or hostile environment (very large federations of clusters, intranets of international companies, the internet at large, etc.). It gathered researchers from the Grid, peer-to-peer and the component-based programming research area (mainly from Europe).

In a previous discussion, it was pointed out that the real problem was not processors; it is rather managing users and institutions. It could be added: making long-term projects out of short-term budget commitments. In this respect, Grids are not different from anything else, but since the seminal Foster and Kesselman's comparison with the power grid; people have somehow collectively dreamed that they could be different. The goal of the workshop was not to provide an extensive, technical review of projects, but rather to explain what made possible the miracle that such a complex technical, institutional, human and financial organization works in the long-term. 

The workshop was made up with the contribution of ten invited speakers (who had their trip and accommodation paid for) and attracted thirty-five attendants. This grid workshop tried to give an updated vision of large-scale deployment, user management, financial issues, and security. Talks were held on topics like grid achievements, large-scale grids in other domains (particle physics), physical maintenance, and networking. This workshop was the place to show how grids can be real-life experiences. It was also a place of exchange, as mainly fruitful discussions took place, including one with Rosa M. Badia, from the CoreGrid Co-ordination and Education work package. 

The event took place in Lisbon, on August 27-28th 2005, and was co-localized with Euro-Par 2005 (http://europar05.di.fct.unl.pt/)which). Euro-Par is a series of “international conferences dedicated to the promotion and advancement of all aspects of parallel computing”. Its objective is to be the primary choice for researchers for the presentation of new results in their specific areas. The infrastructure for the workshop (rooms, meals, overhead projector), rented by the Euro-Par organization, provided entire satisfaction; Prof. José Cunha’s support was very gratefully appreciated. The funds involved (speaker support, logistics, meals, etc.) were provided by the INRIA and UNSA partners of the GridCoord consortium. 

This Grids@Large: Very Large Scale Grids workshop had a twin event, named Grids@Work: The Use of Open Middleware for the Grids, which was a week of events held in October in Sophia-Antipolis, France, between the 10th and the 14th. The week concentrated on proving how Grid is now a working reality, and seeing the different current possibilities, but also the shortcomings. A GridCoord Deliverable, called D.4.2.1, has also been written, “Specific workshop for Grid Researchers: Grids@Work”. 

The workshop homepage has been kept online (http://www-sop.inria.fr/workshop/gridatlarge/), and all the presentations remain accessible. 

The invited speakers

The organizers invited all the speakers of the workshop. They were selected for their involvement in large-scale projects, and their influence on the administrative gears of their structure. They came from a wide spectrum of “large scale” fields like architecture, networking, programming, etc.  

· Jean-Pierre Prost, Montpellier Research Center, France, IBM Grid Computing.

· Hai Jin, Huazhong University, China, Chief Scientist of China Grid.

· Dany Vandromme, Institute for Applied Science (INSA), France, director of RENATER.

· Achim Streit, Research Center Jülich, Germany, and DEISA executive committee.

· Kors Bos, National Institute for Nuclear Physics and High Energy Physics (NIKHEF), Netherlands, CERN Grid Deployment Board chairman.
· Sergi Girona, Barcelona SuperComputing Center (BSC), Spain, chief installation engineer of Mare Nostrum.

· Henri Bal, Vrije Universiteit Amsterdam, Netherlands, chairman for DAS-2 proposal.

· Franck Cappello, National Institute for Research in Computer Science and Control (INRIA), France, and GRID'5000 project director.

· Peter Stefan, Office for National Information and Infrastructure Development (NIIF), Hungary, ClusterGrid project leader.

· Manish Gupta, IBM Watson Research Centre, USA, BlueGene Project Senior Manager.

Workshop agenda
The workshop was held on one and a half days. The first day grouped six talks, and was ended by a panel. The second day held the four last talks, and ended at 1pm. 

	
Monday

10:00 Opening by Christophe Gérin

10:15 Jean-Pierre Prost (IBM) 

"IBM Grid Technical Strategy and Related Research Projects". 

11:30 Hai Jin (China Grid) 

"Recent advances in the ChinaGrid Project" 

12:15 Dany Vandromme

"RENATER, the National Research and Education Network in France" 

"The technological landscape of GEANT2" 

14:00 Achim Streit

"DEISA”

14:45 Kors Bos (presenting the CERN Grid)

"The World Wide LHC Data and Computing Grid" 

"The technological landscape of GEANT2" 

16:00 Sergi Girona (Barcelona SCC)

"MareNostrum: building and running the system" 

17:00 Panel: Kors Bos, Jean-Pierre Prost, Dany Vandromme, Achim Streit, Luc Bougé 

"Making real large-scale grids for real money-making users: why, how and when?" 
	Tuesday

09:30 Henri Bal (DAS)

"The Distributed ASCII SuperComputer (DAS) project" 

10:15 Franck Cappello (GRID'5000) 

"A Nation-Wide Experimental Grid"

11:30 Peter Stefan (ClusterGrid) 

"Production Grid Challenges in Hungary" 

12:15 Manish Gupta (IBM BlueGene) 

“Practical experiences from the BlueGene project“ 


The main ideas of the talks

You may find a more detailed summary of the talks in the first appendix. Here is presented a summary of the talks, in chronological order.

Jean-Pierre Prost, presenting Grids in IBM, stressed that there are very few grids in the industry, and the existing ones are small. Indeed, they see things as “one application - one infrastructure”. So an adoption plan has to be drawn which gradually brings the full-fledged Grids into businesses. The steps are to be distinct and clear, avoiding the confusion and fright introduced by this new way of organizing:
1) Virtualize like resources.

2) Virtualize unlike resources: heterogeneous systems.

3) Virtualize the enterprise: enterprise wide grids, including suppliers and partners.

In the meantime, IBM already proposes several ways to have a working Grid, with success stories. But they recognize there are still some open issues in Grid management; there is a need for environment sensing, and semi-automatic response methods. But once again, without standards, each and everyone will present his close solution, which can only work in specific cases, with no possible interaction with other structures, which defeats the whole purpose of Grids. Those standards, even in infanthood, are urgently needed.
Hai Jin presented ChinaGrid. It is a Chinese federation of 20 universities, which can be compared to some European federations of universities (for example, in France all universities are on the same RENATER network). They have developed their own middleware, and dedicated Grid development tools, to be released in the GGF code base. China Grid supports many users (50,000 daily users) using it for database mining or job submission, and has succeeded in compatibility tests with teams from the USA, Singapore and Australia. The main applications it supports are remote medical diagnosis, computational fluid dynamics, data intensive applications, and remote teaching. A clear benefit of Grids is to be able to broadcast to many places a course given only once by a teacher. The Grid adds features that the internet cannot have: if set correctly with the right middleware, the courses can be cached locally, and only given to computers of the right Virtual Organization… In China, this teaching organization had to be installed due to the lack of qualified teachers.  As they have a very big user base, they have the “really large scale” issues, and have adopted IPv6, even though they have an under-developed network infrastructure. The domain management is hierarchical, backed by local teams. There is also local information caching, and hierarchical information dispatching. Grid is well funded as it is seen as a hot topic by the centralized government. 

Dany Vandromme presented RENATER, the French countrywide network for research and education. It is an example of organization connection. One noticeable fact is that too hindering regional policies are bypassed: it is sometimes needed to connect new members directly to the backbone. How will future Grids handle this challenge of hierarchical policy levels? It is another example of how crucial standards (and usual practices) have to be enforced. This way, there should be some homogeneity, at least in the access method, which is a minimum to start Grids. RENATER is also upgrading parts of its infrastructure to Dark Fibre (instead of 10G which is more expensive). Only a part of the structure is being upgraded. There are surely lessons to be learned from the methodology used to handle different versions, providing the same functionality, and interoperating. RENATER is organized around a director, who has the final word on decisions. Is this model applicable to Grids, or is something more distributed needed? Security is not handled at this level, but at the lower levels; only monitoring is provided, and the security barriers are to be implemented by the client organizations. 

The second part of the talk presented the GEANT2 network, which interconnects National networks. Once again, the inter-domain compatibility is the main issue. A team monitors the network 24/24 to guarantee Quality of Service. 

Kors Bos presented the CERN Grid. This production Grid is being built to address the problem of the huge data creation done by the future Large Hadron Collider; indeed Grid is about multi-domain science. Many physicists will benefit from this available data, but different protocols and policies will hinder access, so efforts should be made on interoperability and standards. Data formats also have to be addressed; any creativity should be readily enabled, bearing in mind information replication to tackle possible hardware failure. At anytime, an average 30% of the sites are down, so the Grid, originally designed as a three-level structure (local, country, worldwide), has been brought back to two for simplicity (local and worldwide). An elaborate procedure exists to detect faults, to give priorities and finally to exclude malfunctioning sites (which is an incentive to force people to solve recurrent problems). The original user interface was too cumbersome, and had to be simplified. There is also a need for a coherent upgrade procedure.

Achim Streit presented the DEISA European project, which is meant to give a persistent continental supercomputing environment. As it builds on national structures, it requires a top-down approach. The technological choices result from the business and operational models of the Virtual Organization. As resource availability is expected, they remain reachable through multi-point gateways. The system is managed through a Resource Management System, which gives up-to-date information on the Grid, for System administrators, but also for users. But the portals are designed to hide the complexity from the users, who need the functionality without the difficulties. 

Sergi Girona, from Barcelona Supercomputing Centre described the “Mare Nostrum” SuperComputer, made up of 4812 processors, 9.8TBytes of Memory, totalling 42.35Tera Flops. It is an example of an enormous amount of computing power, which needed big efforts simply to set up. The planning phase was very cautiously drawn, and a sophisticated organisation was needed for the set up. The expected user base (physicists, biologists, computer scientists) shows that the future needs will be ease of use and adaptability, as the users will not be Computer Science experts. 
The summary of the panel is in the following section.

Henri Bal presented The Distributed ASCI Supercomputer. They have a long history (dating back to 1997) of working Grids, and have found that it is of prime importance to avoid complexity. So even if DAS is meant to be a tool for experimental computer science, it remains focused on simplicity and usefulness. It keeps the machines homogeneous, and replicated user accounts. Management is centralized, with few remote humans. There are already some conclusions on Grid usage, like 

· Grid test beds are difficult to obtain.

· There is poor support for co-allocation.

· Firewalls are problematic.

But this experiment is very fruitful with research results in PhD theses. The next step is now to link it with the French Grid’5000, and the Japanese NAREGI.

Franck Cappello presented Grid’5000, the French experimental research platform for Grids. It is created to support real-scale experiments, with highly reconfigurable design in a heterogeneous environment. Made of nine sites nationwide, it will boast 3600 CPUs in mid 2006. The security of the whole structure is distributed among the local administrators, who manage the access point to the Grid. Here also, the users have an up-to-date interface providing the status of the Grid. Even if it has its successes, the platform helped demonstrate some problems

· Heterogeneity yields maintenance and compatibility problems. 

· LDAP crashes often.

· There are management issues with distributed know-how.

The structure is meant to keep on evolving, and some extensions are planned with the Japanese NAREGI and the DAS in the Netherlands. 
Peter Stefan presented the Hungarian ClusterGrid. It is a real dynamic production Grid (of 1400 CPUS), as it is built up from university computers which are only available at nighttimes and during weekends. This is a good proof-of-concept, as it has been running since July 2002, and supports research. It is meant to be simple, usable, manageable and robust. There are some different levels of services, like low-level disk management, and high-level data brokering. User management separates authentication from personal data, in LDAP directories, and provides a web interface. There is also a “Grid service provider” available for consultation. Some of the challenges it still has to face are continuous demand for reliability, standards conformance, and platform independence. It is one of the examples which can show the power of Grids, and the use of brick-based construction. 

Manish Gupta presented IBM BlueGene, as of today the top performance supercomputer in the world. To achieve great performance, it has a closed environment, a dedicated kernel and communication libraries. But it is also only composed of identical units, each with a limited amount of RAM. So this makes programming tricky as centralization of data (when talking of federating results from thousands of other nodes) cannot be made in a specialized place with more memory, as there are none. This has been experienced as a recurrent difficulty, where memory is dramatically small compared to the amount of results coming in from the whole cluster. With these scaling issues, programming becomes a nightmare. 

The main ideas of the panel
You may find a more detailed summary of the panel exchanges in the second appendix.

The panel consisted of the following people: Jean-Pierre Prost, Achim Streit, Kors Bos, Dany Vandromme, and was chaired by Luc Bougé. The panel title was: “Making real large-scale grids for real money-making users: why, how and when?” 
It seems that now, a deployment phase of information technologies is starting, but the application interaction stage remains complicated; there are still open issues to work out. Grids, like those depicted by Ian Foster have yet to be seen. Ian’s Foster’s electric Grid analogy was the starting point; it is now history, and no longer relevant. Maybe the analogy to the cell phone is better, and the Skype model could also be looked into: giving for free the infrastructure and have pay-by-use services. 

CPUs are a small part of the picture, data is the rest. In our models, data must be made a first-class citizen. P2P technologies are good for data. But there are scenarios where P2P is inappropriate and hierarchical grids fit in much better. There are good things in both domains. Can an intelligent merge be done? Use cases and scenarios have to be looked at, giving the best model for each case. 

The main Grid inhibitors are:

· Grid scientists are rediscovering things the telecoms have found out long ago: a need for 24/7 access, inter-domain connectivity, monitoring & accounting facilities, secure communications, etc.

· Missing standards on QoS and WebServices security (currently, Quality of Service is very limited, and hinders industry uptake).

· Sharing scare (No one wants his/her data on somebody else's machines).

· Missing business model linked to existing architecture models.

· Lack of an agreed measure of unit for payment (input/output, CPUs and Gbytes, bandwidth, etc). There are many different units to take into account, which induces big accounting and billing difficulties.

The main needs for Grids:

· Newly accessible resources cheaper than before.
· On-demand capability, and on demand outsourcing of service/application, and scalability.

· More standards in terms of measurement and units, easy and straightforward installation and configuration, seamless integration of newcomers (resources, users), interoperability and common rules.

· Economic model: accounting, billing, calibration, payment (dedicated market, dedicated bank), monitoring, and conflict resolution. 

· The human will of “making money on grids”.

Conclusions and Lessons learned

From the talks

From the very interesting talks witnessed, a tentative classification of the main points can be made:

· Performance. From the talks (BlueGene, Mare Nostrum, DEISA) on bringing performance to the users, it seems that the biggest effort is on specialization of the hardware and software, as well as an imposed homogeneity. It also appears that scaling can hinder performance, because while structure can grow and spread, local memory does no. So there are still programming difficulties ahead of us, as information treated on a single node (of limited resources) will have to be maintained to a reasonable size, within a massive infrastructure. 

· Simplicity. Some Grids focus on simplicity, to have a first working structure, before looking into bigger integration (DAS, ClusterGrid). This bottom-up approach allows installing a first running architecture, without maybe all the wished features, but keeping the essential ones. This first step already yields initial production Grids. The given examples have a history proving this is a good way of building Grids. But simplicity is also needed for the users (who are already coming from other sciences, but with no prior knowledge in Computer Science). They need simple interfaces, with monitoring and control tools for their level of interaction with the Grid, as well as an exchange interface with the engineers responsible for the Grid behaviour and maintenance. 

· Interoperability. Most talks highlighted this point. This is needed by the users, who want to be able to use standardized entry points, and by Grid architects, who want to extend to other existing Grids (many international collaborations were mentioned).  But interoperability is also about all the possible uses of Grids. The actual structures will be used by other technical domains, and maybe by the whole world, so openness to any interaction with the Grid is needed (for example, the data format and communication models will follow the user needs). Some first example of integration can be taken from the GEANT network, and its subcontractors, which have to link together networks which maintain different policies and techniques. 

· Upgrading. In a Grid environment, each node may have its own installation, so maintaining coherence is an issue. Schemes describing deprecated technology working with state-of-the-art implementations have to be prepared. An example of this is given by the RENATER/GEANT networks, which handle such issues efficiently. Showing robust upgrading methods could also be a way for a business incitation, letting them progressively in the Grid world, reassuring them with features which can be added safely one at a time.

· Security/Reliability. The security model, which is one of the main business hurdles, could possibly be handled locally. For instance, the RENATER network infrastructure leaves the security to the users, detects global failures and has only probes to monitor the traffic. But legions of difficulties remain to be addressed: hardware failure, possibly using multi-point accesses and data caching/replication. Indeed, the down-rate mentioned (for example 30% in average on the LHC Grid) means that fault-tolerance and fast reconfiguration are a necessity. 

· Management. Grids are about dealing with large scale. The user management is to be though about. As illustrated by the Chinese example (50,000 users) very many users will soon have to handled, through interfaces which will also have to be scalable. This distribution of users and of technicians will not go without trouble; distributed know-how can be hard to handle. But this management can bear several forms. Can a Grid have a director with full effective power, or will we have to keep with the democratic steering committee, with its conflicts and slow response? Each solution as its pros and cons, maybe the best model remains to be invented.
· Limited hierarchy. Too many administrative layers are not good for Grids. It seems that having a committee or group handling the general Grid behaviour, backed by local teams in each site (responsible for the local behaviour), is the best way of ensuring the general consistency and aliveness. Even the users need to see a limited number of contacts, so the information goes quickly to the right people. The DAS project also reports experiencing successfully with remote administration. 
In the talks, some examples of running grids were also seen, which are success-stories that can be put forward to encourage uptake.

But once again the main word is STANDARDS; standards are a must for the Grid to be pervasive, so that organizations are assured of being able to integrate with other partners. 

From the panel

The panel was focused on sketching how business (“money”) can be (or is already) made on large grids. The current trend is to smooth the technology, which has been growing for some time now -since 1995- into something the industry could really be using as a service. But from the different talks, it seems it is not the case yet. The lack of standards, the lack of a uniform methodology, the security and confidentiality issues are major inhibitors. Yes, there are already some people using pseudo-grid technology in the industry, but on a small scale, mostly within the company. Grid is about virtual organizations, and sharing resources between partners. There is no such thing in the industry today. What is missing? 

· A business model: accounting, billing, calibration, payment (a dedicated market, a dedicated bank), and conflict resolutions.

· Real plug-and-play Grids (or services offering this facility), and monitoring tools.

· The lack of endeavouring entrepreneurs. If one was daring enough to start a business based on the existing technologies, and had enough will to deploy it over several big companies, the emergence of business grids would really begin. But no one is doing that yet. 

· The analogy with the electricity grid is no longer sufficient: computing grids is multi-dimensional, and there are no agreed units for accounting.

· A compromise between Peer-to-Peer self-organization dynamicity and Grid centralized control.

· Clearly defined use cases.

Example business models which could be extended: 

· Skype and cell phone networks, for their millions of users

· Internet-style “pay nothing but read ads”, or “pay for service, not for infrastructure”

Appendix A: Workshop summary of presentations

Here is a summary of what each speaker said during his talk. 
These notes do not stand as the speakers' words, but are what the author understood during the conference. 
Please refer to the slides left on the workshop homepage
 for more information.

Sergi Girona, Barcelona 

This is a global presentation on the hardware used for the supercomputer which is being built in Barcelona. The computer was built at the time of the creation of the Barcelona Supercomputing Centre. Amongst others, nuclear physics, e-science, biology are part of BSC, so they can also use the facilities provided. The centre is also looking for researchers to build up their task force. Their main research focus is on supercomputing, architecture and e-Science.

The computer, (which suffered a 3 month execution delay because of government changes) is built up of 60Km of fibre cables, 4812 processors, 9.8TB memory, 236 TB disk, 29 blade centres, 40 tons, representing 42.35 TeraFlops of computing power. Most machines are diskless in fact, with NFS serving the whole system from dedicated blades, and the network traffic is supported by Myrinet, but also by Gigabit-Ethernet. The supercomputer runs Suse 2.6 Linux Operating Systems, and can do a complete reboot in 15 minutes. The main problem is heat production, even on low consumption CPUs. The whole is installed in a desacralized church, with complex air conditioning.

They have been experiencing trouble with software which could only handle 128 nodes (but was successfully tested on 400), which leaves out many of the 4812 available.

Hai Jin, ChinaGrid

ChinaGrid is a 5-year effort. There are three main grids in China: 

· China national grid: CNGrid

· China Education and research Grid: ChinaGRID

· China science grid project: CSGrid. 

CERNET-1 supports the network (an equivalent of European NREN), connecting more than 1500 universities and colleges in 200 cities, totalling more than 20 million users. 

ChinaGrid is a Grid made up of 20 universities (12 founders, and 8 new members), with accumulated power of 6 Teraflops. Being based on the structure of CERNET, ChinaGRID is using high-speed networks. 

They are building their own grid middleware, CGSP, “Chinagrid supporting platform”. Hai Jin explains their need for their own middleware by saying that different grids have different needs. The middleware is WSRF & OGSA compliant. Its version 1.0 was released in January 2005, and is now installed in the 12 key universities of ChinaGrid. They use dedicated Grid Development tools, and are working with Hewlett Packard for security. They expect to have some release in GGF, as they are developing GT3.9 modules, which allow hot deployment, which means deployment from a remote host. 

ChinaGrid supports many users. It follows national standards for design specification. They have been running compatibility tests with the United States, Singapore, and Australia. The speaker puts forward the number of 50,000 everyday users, using the grid for database, or for submitting jobs. The different applications supported are: 

· Remote medical diagnosis based on medical images.

· Computational fluid dynamics (several universities and projects). 

· Data intensive applications. 

· Online courses (233 video courses, 2500+ hours). They have recorded more than 25,000 different IP addresses, which is put forward as a lower bound to the number of users. They recorded 12,000,000 accesses in 4 months. 

The global plan is to catch up with European on informatics infrastructures by 2020, which is expected to cost the disturbing sum of 13x1012 euros, or 13 trillion euros. 

Questions: 

You are saying you have a million users. How do you manage that? ChinaGrid sports hierarchical basic domain management, backed by local teams, dealing with disseminated users. They have 5000 people connected at a time in their Education Grid. It is used to download/upload courses, which are single requests. The infrastructure locates the closest resources, and replicates them locally. If (after a delay), the resource is no longer used, it is uncached. The main tool used for scalability here is the use of hierarchical information dispatching. 

You are developing your own Globus modules. Will you contribute them? Yes. The developers are working closely with Globus and a German Grid. 
You mentioned IPv6 support? The Grid was recently ported from IPv4 to IPv6. Both will be supported by next July. IPv6 will be a solution for the million of IP addresses the Grid contains. 
Which authorization methods are you using? OGSI. 
Looking at the figures on the second-last slide, why is so much invested in Internet costs (more than 90% of the total amount)? Computers are made in China, and cost little. But the network infrastructure has not been laid down, and is not developed yet. So it has to be created. 
How could you produce so much in so little time, when you say nothing existed 5 years ago? Policies in China make it is easy to issue orders. The centralized government has decided, by decree, that Grid should be put forward. So universities easily find funds for Grids. Grid Education is popular because they lack qualified teachers, when they have many students. Being able to broadcast to many students in different places the same course, given only once by one teacher, is a very clear benefit of the Grid.
Where does the money come from? Each university provides its own infrastructure. Two million euros have been invested lately in software development in his university. But they lack industrial partners. 
Kors Bos, NIKHEF, presenting the CERN Grid

Kors Bos presents the Grid infrastructure that is being created to support the Large Hadron Collider (LHC). There are some negative points, but it does work, nevertheless. The presentation contains several key sentences, which are some very important facts that the speaker has come across. The first one is that to build a grid, you need a problem to solve which needs grids – the problem here to solve is analysing the particle physics data output by the LHC. Indeed, it will generate 16 PetaBytes of data to treat per year. Data management is the problem in physics. Grid is cost effective for this type of embarrassingly parallel problems. The physics domain has a large worldwide community and Grids fit nicely international collaboration. The different Grids currently available (EGEE / NORDUGRID / OPENSCIENCE) have different protocols and different policies. This makes a complicated situation. Since there are so many grids, we should concentrate on interoperability and standards. 

What are the methods used in CERN to achieve functionality? Levels of importance are defined for the organization. Initially a three level scale, it was brought back to two. Many functional tests are created for each site (tests run from inside and outside the site), and this set is still growing. The results are sent everyday to the central database. This responds to the need of a good procedure to exclude malfunctioning sites. Since the Grid is really worldwide, 24/24 availability is achieved, with no nightshifts, as teams relay around the world to supervise the global behaviour. 

Even though such control is maintained, there are 40 sites out of 140 which are down, in average. This big failure percentage is a problem. So priority rules are assigned, for example big sites are repaired before small sites. Kicking out of the Grid whole problematic sites is a good idea, as it moves people (those responsible for the problematic site) enough to get the problems fixed. 

There is also a need for user support, and accessible interfaces. Even though there is worldwide monitoring, which allows seeing things started somewhere from elsewhere, this is not user-friendly, as it quickly gets overcrowded. So a dedicated service was created: GGUS central. But this led to people forwarding requests which were wrongly addressed, people bypassing it to get in touch with system administrators. Was it too ambitious? Or too much top-down (i.e. could a more local solution have been better, with only administrators being able to talk to people of other sites)? Maybe too formal? Another simpler interface was devised, which seems to be generating fewer problems.

Software release is also an issue. It is difficult on many sites (lack of co-ordination). There are also legal issues, concerning information on people, and which resources can be accessed. This is getting urgent. 

In order to test the validity of their Grid, “challenges” have been set up. Each challenge defines a goal which must be attained. Going positively through all challenges will mean that the grid is totally functional. Challenges have been defined in throughput, services, Monte Carlo simulation, and security. 

Questions:


Is there a clear separation of Grids (i.e. computer science) and physics? In order to have the whole LHC working, you need them all. On one side, physicists to perform and understand the experiments, and on the other computer scientists to enable the interactions. Therefore, you need to have them all, and also to test them all. 
You stated that handling data is more difficult than computing. Could you elaborate? We have been doing computer science ok for some time now. But the physicist reads data which has been compiled. How will he/she read or see it, how will he/she send it back? Predicting people's behaviour, and the reaction of the system, is impossible. Because even the user will only know at the time they do it. 

You have a data management problem. You said you would be keeping data for 20 years. How will it not get corrupted? Each centre commits to keeping up some part of the whole infrastructure. Some focus on saving data. Procedures have been set up to pass the data between sites. And anyway, if data does get lost, there is always a replicated copy on another site (there are more than two copies of every piece of data).
Dany Vandromme, RENATER

This talk is on the infrastructure supporting the connection between the French Education and Research Centres, RENATER. 

RENATER is nice, as one sole entity for one job. But each region has its own infrastructure, its own policies, and its own funding bodies. So each client has its own local organization, but only one external provider: RENATER. This multiplicity of client configuration is problematic, so often, regional networks are bypassed, and RENATER installs direct connections to its client centres. 

Dark Fibre is a new technology which is the current trend. A new infrastructure to support it has to be created. This will only be done for large projects, not for the whole network. RENATER is installing its own optical equipment. As they can't afford to upgrade to 10G technology, instead Dark Fibre is used, as well as their own implementation of switches, instead of routers. 

Questions:
Politics: who gives the money, who says who the users are? Funding is made by the Ministry of Research and Education, and organizations. There is a management board, and changes are commanded by the RENATER director. There is always a push from the users, as they are paying for the service, and this is what makes the network change.
What about security? There is no filtering; internal security group called CERT exists within RENATER. It acts as a security checker. For example, Peer-2-Peer usage is monitored. When this traffic grew up to be too important, some phone calls where given. This had an immediate effect, and this brought P2P use from 50% to 10% of the global traffic.
Dany Vandromme made a second talk on GEANT2, slides of R. Sabatino (DANTE)

The talk is on providing huge amounts of network capacity, through the use of Dark Fibre. GEANT2 connects (mainly European) national networks together – double linking to avoid failure. It also provides connection to the USA, China, Russia ... The interdomain compatibility is their main trouble. Indeed within each “client” there are different responsibilities, different policies... 

An internal Performance Enhancement Response Team (PERT) checks performance, 24/24. There also is monitoring equipment to verify Quality of Service. The current trend is on security and mobility services. There is also a debate on “single sign on”, but this is more a policy issue than a technical issue.

Questions:

How do you deal with authentication? This is overcome by the global infrastructure.
What about ad-hoc networks, and wireless? This is dealt with at the local access level. It is no trouble for them, as it is not their problem (not part of the core network). Those who provide wireless access are to handle the related issues.
Single sign on, why is it an issue? This is completely a political issue. RENATER wants to check all possible paths, but will accept the standard (compromised) way of doing it, as it finally depends on its clients. 

Achim Streit, DEISA

DEISA is a European project spanning the years 2004-2008. Its aim is to enable a persistent continental supercomputing production environment. This is meant to be built on top of national services, which leads to a top-down approach. The technological choices result from the business and operational models of the Virtual Organization. The project is split into service activities (SA), sometimes called work packages. They are 

· Basic services (local)

· Intermediate services (grid-empowered architecture)

· Advanced services (global management)

Even though gateways can fail, resources must remain available (no single-point gateways). GPFS is the General Parallel File Systems, which is used to label data through the whole Grid. 

The different services available are

· Workflow management: based on UNICORE and some extensions

· Global data management (global file system, fast data transfer at a continental scale)

· Co-scheduling

· Science gateways & portals

The project relies on a Resource Management System (RMIS), which gives up-to-date information on the grid, for system administrators and for users. The implementation is independent of the system analysis, and is a model for the DEISA supercomputer platform. An interface to external tools is provided. Based on Ganglia, there are two groups of monitoring tools, with different approaches:

· MDS2 for static behaviour: the refresh time is in hours or days

· Ganglia for dynamic behaviour: the refresh time is in seconds or minutes 

The portals that are built are the same as in TeraGrid: they are designed to hide the complexity from the users. To sketch the global strategy, the project organized a brainstorming session.

The project is interested in “Extreme computing initiative”. Applications that rely on DEISA grid services can then benefit from resources inside DEISA. The applications are selected on a basis of scientific excellence, on innovation potential, and on relevance. They received many proposals, and finally accepted 50. This totalled requests for 32 million CPU hours. DEISA is a grid enabling existing CPUs, and offers a homogeneous architecture to access heterogeneous underlying layers. 

Questions:

Do you support multi-site applications? The current focus is on single site. A future goal is to support multi-site applications. 

You are asking for applications which have use of a grid. But does this scale? There is already a stack of running applications. Only the future will tell if it does scale.

How do you compare DEISA and EGEE? There are more sites in EGEE, but they tend to be smaller and less powerful. A scenario of Linux clusters used with supercomputer workflow is under discussion. 
Is there a software infrastructure difference with other projects? DEISA uses similar tools. There is an obvious difference between the use of UNICORE and glite. So we have different protocols for authentication. As DEISA is production quality focused, it is more static, e.g. it is less reactive to software changes. 
You mentioned a science grid portal. How will you manage users and costs? Each site has its own billing and accounting policies implemented. The DEISA superstructure relies on the local site service. Users are always allocated limited CPU resources. But concerning accounting, no price has yet been devised. 
Will you tune scheduling with this aspect? This is work-in-progress, to be done in the next 24 months. 

You must have different security policies between sites. This is handled by the use of x509 certificates. 

Jean-Pierre Prost, IBM Research

There are no big grids in the industry. The axiom currently valid is one application for one infrastructure in enterprises, which makes for very little sharing. The difficulty of moving resources leads to very little flexibility. There is a lot of business resilience, so that when a resource goes down, another one is promptly used. There is a proposed unified way of viewing grid adoption in the industry. The several levels are

1) Virtualize like resources

2) Virtualize unlike resources: heterogeneous systems

3) Virtualize the enterprise: enterprise wide grids, including suppliers and partners

In fact, there are very few real grids in business, most are academic.

Grids are expected to be used to do more, faster, in collaborative environments. A presentation of technologies used is made. All solutions made are prepared by IBM or its clients, with the adjoined technologies, including security. 

· “Magna Steyr”: is the usual success story presented by IBM. It shows how Grid can be used in the industry. The business needs to run clash tests, but one run spans 72 h. Even by postponing this operation to the end of the creation of a new product made it counter-productive. Using IBM's “Catia” shortened this to 4h, which is now run every night. This allows more tests to be run for the same product, without affecting productivity in the least. 

· The steel and auto industry as in Audi: there is a niche in data sharing. The use of WebSphere allows distant sites (Spain and Germany) to transparently share data. 

· Financial sector: Sal Oppenheim. There was a need to bring down the computing time. This was done with the “Symphony” software. As the computing needs depend on the market, the needs may vary a lot between runs. Symphony allows the flexibility required. 

· Hewitt Associates is a retirement funds. This company suddenly found that its mainframe was unable to handle a new customer (IBM). A better solution than increasing the capacity was to use a blade center. It only runs only 10% faster than the previous infrastructure, but can handle more demands at once. 

· Siemens mobile. This company provides services to 120 mobile phone providers. They needed to speed up the compilation phase. This was managed by distributing the application across a set of resources. 

· Yamanouchi: most pharmaceutical companies are moving to Grids. Indeed, more can be done in the same time, i.e. test more molecules in the same time. The Grid does not remove the experimentation, but removes potential failures much better. 

· IT Frontier Corp, which needed to broadcast efficiently through the whole enterprise the CEO's keynotes. This was a need to diffuse information. The solution is “Peer2Group”, which improved the company's broadcast capability. 

IBM also provides Grid components. It has solutions in 

· Workload virtualization.

· Information virtualization.

· System virtualization.

· Storage virtualization.

There were different ideas developed by the speaker: 

· How should several schedulers be hidden? Two possible solutions: either use one Metascheduler or use a federation, i.e. a democracy between schedulers. 

· Management of incoming resources, and Workload against Quality of Service checking. This should be policy driven. The virtual data store handles the data management, and guarantees access, as specified by QoS, not up to the maximum it can handle. 

Today, we are able to schedule grids. IBM wishes to move to semi-automatic response, based on the infrastructure state (that means mastering a way of sensing the environment). But this, as many problems in the field, can only be overcome through standards; they are really badly needed.
The research at IBM is bound by strategic directions. Example projects are 

· Grid dynamic resource allocation by Peer2Peer negotiation of resource leasing. Their WebSphere information integrator is used. It helps to optimize caching of data across resources, and to speedup resource access from the users' viewpoint. 

· A Resource namespace service, which is GGF related. This provides a way of looking up any resource in heterogeneous environments.

· COMFORT. It is used to configure a new middleware stack, which should resolve conflicts in software components (e.g.: when the same port on a computer is chosen by two different applications). The main trouble is to resolve hidden dependencies. 

· Pre-provisioning, which means readying the resources that are going to be needed, which means working with advance reservation. 

IBM is hosting a lot of different activities which use these technologies. They are not working alone, but rather with other grid providers. Other capacities of IBM are providing resources on demand, and documentation.

Henri Bal, Vrije Universiteit Amsterdam

The Distributed ASCI Supercomputer (DAS) project has a long history and continuity: DAS-1 started in 1997 with 200cpus, DAS-2 had 400cpus in 2002, and DAS-3 will be launched in 2006 with 400cpus and new network technologies. DAS is about making a simple Computer-Science grid that works. There are over 200 users, and it has been used extensively for the defence of 25 PhD theses. It is meant to stimulated new lines of Computer Science and to foster international experiments. The DAS approach is to avoid the complexity (don’t count on miracles), to have something simple and useful. It is designed for experimental computer science, and it is not a production system.

DAS is kept simple and homogeneous. Each computer has the same Operating System (Redhat Enterprise Linux), uses the same local network (Myrinet), and the same CPU type (bi 1GHz Pentium III, 1 GB memory, and 20-80 GB disk). There is a single (replicated) user account file. The Grid capacities are provided by Globus 3.2, PBS, and Sun GridEngine.

The management is centralized. It is coordinated from a central site (Vrije Universiteit). The aim is to avoid having remote humans in the loop. The security model is kept a simple security model, but it is NOT an enclosed system. The system is optimized for fast job-startups, not for maximizing utilization.

DAS has already been used successfully in:

· Communication protocols for Myrinet.

· Parallel languages (Orca, Spar).

· Parallel applications.

· PILE: Parallel image processing

· HIRLAM: Weather forecasting.

· Solving Awari, a 3500-year old game.

· GRAPE: N-body simulation hardware

This Grid has been instrumental in the development of IBIS (an efficient JAVA-based programming environment), which provides programming support for distributed supercomputing on heterogeneous grids, and features fast RMI, group communication, object replication, divide and Conquer approaches. It is Java-centric and uses JVM technology. It is inherently more portable than native compilation, but requires the entire host system (an application) to be written in pure Java, because of its use of byte code rewriting (for fast serialization, amongst others). There are optimized special-case solutions with native code (e.g. native Myrinet library).

There have been many results which have been the result of the use of DAS:

· Grid testbeds are difficult to obtain.

· Poor support for co-allocation.

· Firewall problems everywhere.

· Java indeed runs anywhere.

· Divide-and-conquer parallelism can obtain high efficiencies (66-81%) on a grid

The Virtual Laboratory for e-Science Project ((VL-e, 2004-2008), which groups twenty partners from academia, Amsterdam VU, TU Delft, CWI, NIKHEF, and industry, Philips, IBM, Unilever, CMG, etc. is a 40 M€ project (half from Dutch government). It explores two experimental environments: a proof of Concept for applications research, and rapid Prototyping computer science.

The next step is the move to DAS 3 in 2006. This will introduce heterogeneity, experiments with (nightly) production use, and special network material (DWDM backplane, dedicated optical group of lambdas, multiple 10 Gbit/s lambdas between sites). Then DAS should be used as part of larger international grid experiments (with Grid5000)

DAS is a shared infrastructure for experimental computer science research, which allows controlled (laboratory-like) grid experiments, and accelerates the research trend in cluster computing / distributed computing / Grids / Virtual laboratories. 
Peter Stefan, NIIF, Hungary

ClusterGrid is the Hungarian National Grid. It is made up of 1400 PC nodes throughout the country involving more than 26 clusters. This has been a production infrastructure since July 2002, totalling about 600 GFlops. The originality is that these machines are university computers, available to students during weekdays. They are included into the Grid at nighttimes, and during weekends. It includes supercomputers: two SUN E15Ks and two SUN 10Ks located in two universities, providing 276 CPUs, and 300 GB of memory.

The main challenges for this Grid are:

· Simplicity – keep the system transparent, usable.

· Completeness – cover not only application level.

· Security – using computer-networking methods (MPLS, VLAN technologies).

· Compatibility – links other grids (X509, LDAP).

· Manageability – easy maintenance.

· Robustness – fault tolerant behaviour.

· Usability.

· Platform independence.

There is a Grid architecture monitoring system, and some storage management. There is low-level management of disks, and file systems (cost efficient storage solutions by using ATA over Ethernet “AoE”). Above this is provided medium level access management (gridFTP, FTPS). And there is high-level data brokering (extended SRM model).

The user management is based on personal data kept in an LDAP based directory service separately from authentication data, and aided by a web registration interface. The authentication is based on X509 certificates, and LDAP based authentication. Authorization is not provided yet. The user is supported through a “Grid service provider” covering consultation about the benefits of grid usage, code porting and optimization, partial aid in code implementation, job formation and execution, and generic grid usage. But some topics are not covered, like model creation, formal description, or algorithm creation. There is also a web-based monitoring system. 

The future challenges can be summed up as:

· Continuously growing demands for reliable compute and data storage infrastructure.

· Conformance to international standards interoperation with others.

· Platform-independence, which is not an issue yet, but will be.

The LEGO-based principles are of increasing importance. The main threats to avoid are solutions that prevent development and the erosion of the belief in the power of “grid”.

This is one of the first production-level grids to have been shown in a nutshell. There is special emphasis on operation, management and user support issues. The management generally covers grid resources, grid user management and monitoring. 

Franck Cappello, Grid'5000

There is in computer science a need for experimental tools. We need real-scale experiments, and we need realism. Indeed, there are many problems which stem from the rise in complexity which goes with size. So the French ministry has promoted a Nation-wide Grid, to be used as a tool for Computer Science, like a Hadron Collider is a tool for particle physics. 

The platform has a highly reconfigurable design. All the layers can be tested, from networking, Operating System, programming methods, to applications. The goals are to evaluate performance, scalability, fault-tolerance at real size. All the following research issues are expected to be investigated: security, performance, fault tolerance, scalability, load balancing, co-ordination, message passing, data storage, programming, algorithms, communication protocols, architecture, deployment, accounting.

The Grid is made up of 9 sites, and is set as a grid of clusters. Two thirds of the machines are homogeneous (based on a x86 Linux solution), while the rest is heterogeneous, (including SPARC and Apple computers). The nodes are connected through the high-speed and large bandwidth network for Research and Education (RENATER) on dedicated fibres. There are, in August 2005, 1500 processors interconnected, 3500 are planned in mid-2006.

From the security perspective, there is a sole access-point from outside for each cluster. Between each sites, the user triggers his/her own file synchronization. The security model for Grid’5000 took a long time and a lot of discussions. Indeed it is a critical element of the whole construction; it needs to be protected from attacks, as it should become a pool of 5000 recent processors, on a high-speed network. Given the experiments proposed by the researchers, it was almost impossible to design Grid’5000 around Globus or other existing Grid Middleware or software stack. So there is no Grid-oriented middleware installed, because it should be handled by the researchers themselves, who can then have their own personalized copy. Another main point is the possibility to redefine completely the Operating System. A tool, kadeploy, enables researchers to have there own version installed, to run any type of experiment. The security responsibility of Grid’5000 is distributed among the local administrators of the nine sites. They manage the hardware and software of the local cluster, the network connection, the users and any satellite machines (machines connected to the local cluster like visualization systems, large database, etc.). They are responsible for the security of the hosting site (cluster) and of the whole infrastructure (attacks to/from Grid’5000 should be detected and avoided). The administrators tend to follow their local security policies and checks have to be continuously run to assure there is no strong deviation for Grid’5000. In this regard, it is a open Grid, as each site of the Grid follows its own regulations. The users are provided with Tools to monitor the status of the Grid, locally and nationally. 

This Grid, even if it is a working Grid and has already been used for research experiments successfully, has its difficulties:

· The kadeploy utility, which enables users to configure completely the platform for their experiment, allows for fast reconfiguration (a new OS in five minutes) but has an average of 10% loss. 

· The heterogeneity yields maintenance and compatibility problems, and some performance disappointments.

· There are still many LDAP crashes. 

· There are some management issues (even with meetings every 4 months): some abusive behaviours are witnessed, the system is sometimes in inconsistent states, the funding increases incoherently giving some sites better conditions, there is a very distributed knowledge and know-how, and due to special French settings, the Grid is maintained mainly by short term engineers, which leads to technical knowledge leaks. 

But the technical collaboration is fruitful. As already said, the platform is running, and is supporting research experiments. There are also extensions with DAS (Netherlands) and Naregi (Japan) in planning. 
Manich GUTPA, IBM BlueGene

The author of the document was not present during this talk, which explains the shortness of this summary.

This presentation was on the BlueGene computer, which was built by IBM to provide a tremendous computing capability, along with some software improvements to make use of such a wealth. Any application run on it got its best performance ever, because of the closed environment, dedicated kernel and communication libraries. One limitation felt by users was the hard 512M of RAM on each node, which were not to be augmented, even on a few nodes (which would help master-slave applications). The applications had to handle this specification carefully. Centralized computing (client-server for example) on this infrastructure proved to be difficult, because the memory very quickly became too small. As the engineers working on this platform see many applications, they can detect and stop the use of behaviours which are not scalable.

Appendix B: workshop panel summary

The panel consisted of the following people: Jean-Pierre Prost, Achim Streit, Kors Bos, Dany Vandromme, and was chaired by Luc Bougé. Each was asked in turn to present his ideas, based on the panel title: 

Making real large-scale grids for real moneymaking users: why, how and when?

Then followed a discussion, in which participated the audience. Follows a summary of what was said. But here is the main theme which was to be discussed during this panel:

Up to now, Grid has been following technical and scientific goals. But we are now facing very large grids, where the problem becomes the management of such a big object, and interaction with it. Within the audience, we have some people with such experience of handling users of very large infrastructures. They will probably want to speak up to give their views of what has been achieved recently, and what still needs to be done. We want to share the experience of people who have dealt with the reality of what large-scale Grids are, this achievement being a technological one, but also an administrative and financial feat. 
Jean-Pierre Prost 
We're entering a deployment phase of information technologies, after the dot.com crash. There's probably still some room for innovation, but certainly less than in the 30 last years. We must face it: the application interaction stage will stay complicated. We also have a lot to overcome in the problem determination. There are some known and used things, but there are still some obscure things to work out. 

Commercial grids are today mostly application grids and much less enterprise grids. Large-scale grids are mainly academic. Indeed, the inhibitors are: 

· Limited Quality of Service.

· Sharing scare (No one wants his/her data on somebody else's machines).

· Lacking business model. 

· Missing standards on QoS and WebServices security.

There will only be money flowing back through the Grid model if we can have: 

· Capability on demand. 

· Service/application outsourced on demand.

· Newly accessible resources cheaper than before.
Achim Streit

What is “large”? Should we be measuring the size of sites (number of nodes), the computational capability (total TeraFlops), the disk storage (in Terabytes), the geographical layout (distance between sites), the number of users (in thousands), and/or the handled middleware platforms? We have a very urgent need for 

· Easy and straightforward installation and configuration.

· Interoperability. 

· Seamless integration of newcomers (resources, users). 

· Scalability. 

· Common rules.

· Monitoring.

DEISA hands out work protocols to its system administrators. This helps to maintain the whole complex on its tracks by having the basic elements managed in a uniform way. 

Kors Bos 

We still haven't seen Grids like those depicted by Ian Foster
. For instance, an international banking institute cannot afford any threats on its data integrity. National grids work because they have only one funding agency. DEISA does not work. TeraGrid doesn't work; indeed, even being part of an American research group, the speaker has no access to it. For Grids to move one, and achieve global uptake, a business model is needed: accounting, billing, calibration, payment (a dedicated market, a dedicated bank), and conflict resolutions. 

Dany Vandromme

We also have to talk about the networking part. It is just like for the Internet: problems are certainly broadly discussed, but never solved. There is a mix of shared and dedicated infrastructures, which is certainly the aim, but also currently a big issue. The cheapest way for all may not be the cheapest for one of the main projects – so will we agree that we need to tend towards a common goal? 

To solve the scalability problem, we need an internet-like model (core and access) but this has an inexistent Quality of Service. It is saddening to see that Grid scientists are rediscovering things the telecoms have found out long ago: a need for 24/7 access, interdomain connectivity, monitoring & accounting facilities, secure communications... We also have to take into account the updating issues – it can become a nightmare. See for example the set of routers of a broad network infrastructure, which can take up to two weeks to patch entirely. We should also be on the watch for similar commercial services that have something like grid behind (for example, how is Google made?). 
Questions
Luc Bougé: Can we balance Ian Foster's dream with reality? What is bound to fail, and what is currently under way? 

Jean-Pierre Prost: The analogy is good and bad. As a start, electricity is one sole entity. Grids have multiple dimensions. Computing is a non-linear domain.

Dany Vandromme: The reference is not that good. We have simple wireless access to the network easily, but sometimes getting electricity is not that simple... Also, we have a need for somebody paying. But we must consider that services are there already. On the security side, there is also something to think about. There is sometimes no guarantee to have constant access to electricity on islands. What about Microsoft Windows? 

Achim Streit: The analogy was the starting point. Maybe we should accept that this is history, but no longer relevant. There are many different units to take into account (input/output, CPUs vs. Gbytes, bandwidth...), which induces big accounting and billing difficulties. Maybe we're in a higher dimension now, and have to think of our own new model. 

Kors Bos: Maybe the analogy to the cell phone is better. Indeed, it is also covering lots of functionalities, and it carries a business model: you can make money on phone services. 

Jean-Pierre Prost: IBM is already looking into this direction, and GGF also has a working group on this topic.

Kors Bos: It's high time we concentrate on business models. 

Jean-Pierre Prost: Metering is measuring who uses what. Cell phones know how to do that. Do we have this kind of knowledge on computer resources? Certainly not. But, also, have a look at a simple case. Let's send an SMS to Russia. As it happens to be, it might never reach its destination, even though the cell phone networks have important infrastructures. I paid (through a contract) for a non-existent service!
Kors Bos: How do we start the momentum? 

Jean-Pierre Prost: We definitively need more standards in terms of measurement and units. Once we've agreed on these, the task will be much easier. Could the byte be relevant in our case? It is not obvious. 

Dany Vandromme: Examine the Skype software. It boasts millions of users. They have a need for many servers. This is large-scale grid. And they're making serious business, by giving away for free some communications, and billing extra services (the Skype unit is the minute, it's a billing unit). Please note, I'm not supporting Skype, which is a security nightmare! The MSN chat protocol also works with just an identifier (plug in, and you're ready, from any PC anywhere). This is supported by Internet, which is not worldwide, but nearly. 

Jean-Pierre Prost: The infrastructure will be there for free; instead you'll be paying for the services. Like Internet, you have the feeling of free services. Hidden behind, is the advert you're discarding which paid the service for you. There was recently a presentation on online gaming, which was being sponsored by Pizza Hut or McDonald: in the virtual game, one can place a virtual order, which will be soon brought into your apartment, traded against your real money. 

Luc Bougé: Let's go back to the original vision. The main target is computing. But isn't storage more important than computing?

Jean-Pierre Prost: You always need data input/output. And a lot of existing applications are parallelized. But they usually have only a small amount of input/output, and still work: Monte Carlo finance is little in/out, and easily gridified. How can somebody optimize resource selection, knowing my needs? The approach is to make data first-class citizen. Data is a resource, located in several places, required by the computation. Data is a key problem. 

Kors Bos: Ordinary people don't need computers. The real big users are gamers. But everyone needs data. Look at Kazaa – it allows file sharing, and was a tremendous success. Computers are a small part of the picture, and data is the rest. Foster should have talked about data. 

Jean-Pierre Prost: Indeed, the whole industry is using information.

Audience: What about P2P and Grids?

Jean-Pierre Prost: P2P is insecure, and biased by malevolent users. P2P is specific to sharing (certain types of) content. There is a lot of work to leverage these P2P initiatives into grid computing. There is a GGF group on P2P. In IBM, there are grid groups labelled P2P technologies. But still, the key aspect remains security, and establishing a notion of trust. Using centralized certificates means trusting the root authorities, which is not a solution. 

Audience: In P2P trust is a period of time (the more you are on the network, having a constant behaviour, the more you're trusted), whereas Grids uses certificates. 

Jean-Pierre Prost: Business people are not ready to base trust on time.

Audience: Couldn't we use P2P technologies in an intelligent way? At least we can do it for data. 

Kors Bos: Physicists used Kazaa as an exchange mechanism for data. It worked. Somebody who would have started LHC-Kazaa would be in business. You just need to have the guts. It's exactly the same for games. But I can't see the push “let's try to make money on grids”. 

Achim Streit: Maybe we should look into the reliability and Quality of Service. 

Audience: Of course, you'd have to have a parallel P2P for backup. You need to be able to handle failures (which is done in grids). There are good things in both domains. Wouldn't the best be to do an intelligent merging?

Achim Streit: There are scenarios where P2P is appropriate and DEISA isn't. The opposite is also correct. Use cases and scenarios have to be looked at, determining whether a centralized or web-like structure needs to be constructed. 
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