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Abstract—Vision-language models such as CLIP have recently
achieved strong performance on a wide range of visual under-
standing tasks. However, most existing models rely primarily
on appearance-level supervision from images or videos, and do
not explicitly model human motion, which is essential for fine-
grained and human-centric action recognition task as actions
are defined by temporally structured and physically grounded
body movements. To address this problem, we propose Transfer-
able skeleton MOtion Representation (T-MOR), a motion-aware
framework that learns transferable action representations from
skeleton sequences with the aid of video and language supervi-
sion during training. T-MOR adopts a multi-modal contrastive
learning scheme that aligns skeleton motion with visual and
textual representations, while performing inference using only
lightweight skeleton inputs. To support large-scale pre-training,
we construct PoseCap-1M, a new dataset that contains over one
million synchronized video, skeleton, and text triplets covering
diverse human activities. We evaluate T-MOR on a range of
human-centric action recognition benchmarks, including action
classification and frame-wise temporal detection. Experimental
results show that T-MOR consistently improves performance
across multiple datasets, such as Toyota Smarthome, Penn
Action, UAV-Human, TSU, and Charades. In addition, T-MOR
demonstrates strong generalization ability in few-shot and zero-
shot settings, highlighting the effectiveness of motion-centric and
embodied representations for transferable action understanding.

Index Terms—Video understanding, human-centric action per-
ception, multi-modal learning

I. INTRODUCTION

Understanding human actions from videos is a crucial
task in computer vision, with broad applications in human-
computer interaction, healthcare monitoring, and intelligent
environments. Recent advances have been driven by three
main directions: video-based models that learn spatio-temporal
representations from RGB frames [1]–[6] skeleton-based mod-
els that explicitly encode human motion through body joint
trajectories [7]–[9], and vision-language foundation models
(VLMs) that align visual content with natural language at
scale [10], [11].

Despite their success, accurately understanding human ac-
tions in real-world videos remains challenging. Many ac-
tions are fine-grained, temporally dense, and multi-label, their
recognition depends critically on precise modeling of human
motion over time [12]. However, recent VLMs mainly rely
on appearance and global semantics, and often lack explicit
motion modeling, which limits their effectiveness on motion-
centric recognition and temporal detection tasks. This gap
reveals a key scientific challenge: how to leverage large-scale

semantic supervision while preserving physically grounded
and temporally coherent human motion representations.

From a human-centric embodied perception perspective,
action understanding should be grounded in how humans
move and interact with their environment, rather than relying
solely on visual appearance. Skeleton representations provide
a compact and explicit abstraction of embodied motion, which
is robust to background clutter and visual variations. However,
most skeleton-based methods are trained in closed-set settings
and lack semantic grounding, this make them difficult to
transfer to new actions or tasks without extensive re-training.

In this work, we address this challenge by proposing a
motion-aware framework for human action recognition. Our
key idea is to use skeleton motion as the core representation
for action recognition, while exploiting visual and language
modalities during training to enhance transferability. Based on
this idea, we introduce T-MOR, a transferable skeleton motion
representation framework that aligns skeleton motion with
video and text embeddings through multi-modal contrastive
learning. After pre-training, T-MOR performs inference using
only lightweight skeleton inputs, so that it is suitable for
real-world and resource-constrained scenarios (see Fig. 1). To
further improve representation robustness, we incorporate a
cluster-guided contrastive mechanism that exploits the intrinsic
structure of the motion embedding space. The clustering pro-
cess refines positive and negative pair selection by mitigating
the issue of false negatives arising from random sampling in
memory banks [13], where many samples may belong to the
same class as the query. By refining positive and negative
sample selection during contrastive learning, this strategy
encourages compact and discriminative motion representations
without introducing additional model complexity.

To pre-train T-MOR, we construct a new multi-modal
dataset, namely PoseCap-1M, to provide motion-video-text
triplets. We then evaluate T-MOR on multiple real-world
benchmarks for action classification and frame-wise temporal
detection. The results demonstrate that motion-aware and
embodied representations can effectively complement visual-
language supervision and lead to stronger generalization in
challenging action understanding scenarios. We provide the
related work section in Appendix.

Our contributions of this work are summarized as follows:
(i) We introduce T-MOR, a novel motion-aware framework
that learns transferable skeleton representations by align-
ing motion with visual and language embeddings through
cluster-guided multi-modal contrastive learning. (ii) We col-
lect PoseCap-1M, a large-scale multi-modal action dataset to



Fig. 1: T-MOR is applicable for zero-shot action recognition: (i) The Pre-training stage involves video, motion, and textual
inputs. (ii) Multi-modal representations are obtained by the Embedding Module. (iii) Then, the Motion Representation Learning
phase includes Motion Contrastive Learning and Visual-Language-Motion Contrastive Learning, aimed at re�ning the motion
model to better understand complex human actions. (iv) The �nal stage, Zero-Shot Transfer, demonstrates the model's capability
to predict actions, such as ”Playing Tennis,” by comparing the largest similarities between motion and text embeddings.

support the pre=training of T-MOR. (iii) We demonstrate the
effectiveness of the proposed approach on action classi�cation
and frame-wise temporal detection tasks, and highlight the
importance of embodied motion modeling for human action
understanding.

II. PROPOSED APPROACH

In this section, we introduce our proposed Transferable
skeleton MOtion Representation learning architecture (T-
MOR), the contrastive motion-video-language pre-training
strategy and the PoseCap-1M pre-training dataset.

A. Overview and Multi-modal Feature Extraction

As shown as Fig. 2, thanks to the proposed PoseCap-1M
dataset, for each video clip, we have its skeletons, video, and
text (augmented action label with description) pairs, denoted
as sk, v, a, respectively. For the pre-training, in each training
iteration, for the skeleton sequence sk, we perform simple yet
effective data augmentations with random temporal cropping
and random rotation to generate a positive sample sequence,
denoted as sk+ . Subsequently, we adopt a motion encoder EM
to extract their motion features, EM (sk) and EM (sk+ ). Dif-
ferent from previous works on skeleton motion representation
learning methods [14]–[16], which are conducting contrastive
learning only on the data augmented skeleton features, we
perform multi-modal contrastive learning on top of not only
EM (sk) and EM (sk+ ), but also their corresponding visual
features EV (v) and textual features ET (a), embedded from
v and a by a visual encoder EV and a text encoder ET
respectively. Our objective is to train a generic skeleton motion
encoder that can be transferred to downstream tasks using only
skeleton data. Hence, in the training stage, the EM is fully
trained from scratch while the backbone encoders EV and ET
are frozen.

Uni�ed Skeleton Modeling and Embedding: We process
skeleton sequences as spatio-temporal matrices, represented
as sk 2 RT �J�C in , where T is the video length, J is the
number of body joints per frame, and Cin is the input channels
(2 for 2D data and 3 for 3D skeletons). To effectively capture
skeleton features through time and space, we use the recent
UNIK [8] network as our motion encoder EM .

The motion encoder [8] is a Transformer and TCNs com-
bined architecture. After the processing of the motion encoder,
a spatial-temporal pooling layer is performed to represent
the skeleton sequence into a one-dimensional feature vector,
denoted as EM (sk). For transferring EM to downstream tasks,
we add a classi�er on the spatio-temporal pooling layer for
video-level classi�cation or on a spatial pooling layer for
frame-wise detection.

Video and Text Embedding: In this work, we apply Vi-
CLIP [10] to extract video-language (video-textual) features
EV (v) and ET (a), for given RGB video and the correspond-
ing action label. ViCLIP [10] is a general video foundation
model. It applies the Vision Transformer (ViT) [17] with
spatio-temporal attention as the video encoder and uses a
Transformer-based text encoder following [18]. Different from
ViCLIP, we propose to enhance these representations with
our novel skeleton motion representations via multi-modal
contrastive learning. By freezing the video and textual en-
coders, we re�ne the MLP-based projection layers and the full
skeleton motion encoder through targeted contrastive learning.

B. Cluster-Guided Multi-modal Contrastive Learning

T-MOR learns motion representations through two comple-
mentary training stages: a self-supervised motion-video pre-
training stage and a supervised motion-text alignment stage.
Both stages adopt our proposed cluster-guided contrastive
mechanism, which re�nes the selection of positive and nega-
tive samples according to the semantic topology of the learned
motion embedding space. Instead of uniformly sampling from
the batch, we cluster the motion embeddings EM (sk) using
DBSCAN [19] after each epoch and form locally consistent
groups. Within each cluster, samples are treated as positive
pairs, while samples from other clusters serve as negatives.
This structure-aware strategy helps reduce false negatives and
encourages smooth manifold alignment across modalities.

Self-supervised Motion-Video Pre-training: The �rst stage
trains the motion encoder EM by exploiting motion-motion
and motion-video alignment signals without using any action
annotations. We �rst de�ne the motion-motion contrastive



Fig. 2: Overview of T-MOR framework. Given the skeleton sequence sk, it begins with data augmentation to get sk+ to
enrich the learning base. The core components include (i) Skeleton Embedding, utilizing a motion encoder EM to capture
nuanced human movements; (ii) Visual Embedding with a pre-trained encoder EV for video frames v, enhancing the ability
to correlate visual cues with motion data; (iii) Text Embedding with a pre-trained encoder ET , applying textual description
a to re�ne the comprehension of actions; All three embeddings are followed by projection layers � and then are sent to (iv)
Multi-modal Contrastive module, a novel mechanism that synergizes skeleton, visual, and text embeddings to optimize the
learning process. Finally, (v) the pre-trained EM can improve downstream action recognition tasks.

objective as:
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where Smm
align measures the intra-cluster alignment among se-

mantically consistent motion samples, and Smm
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Similarly, the motion-video contrastive objective Lmv is
de�ned in the same form by replacing EM (sk+ ) and EM (sk � )
with the visual representations EV (v) and EV (v � ). Here, Psk
and Nsk denote the intra- and inter-cluster sets determined by
DBSCAN on top of all the motion embeddings in the dataset.
v is the corresponding visual feature of the same sequence
of sk and v� ) is the visual feature of each negative sample
sk � . sk� is randomly selected from the Nsk . The similarity
function Sim(�) denotes the cosine similarity with temperature
scaling [20], formulated as:

Sim(x; y) =
�(x) � �(y)

k�(x)k � k�(y)k
�

1
T emp

; (4)

where Temp is the temperature hyper-parameter, and � repre-
sents a learnable projection head (i.e., an MLP) that improves
representation smoothness and modality alignment. The total
self-supervised objective is de�ned as:

L self = L mm + L mv : (5)

This stage learns a transferable skeleton motion encoder that is
explicitly aligned with visual motion cues, providing a robust
initialization for subsequent training stages.

Supervised Motion-Text Alignment: In the supervised set-
ting, we perform a second training stage to align motion

representations with language semantics, enabling semantic
understanding and zero-shot transfer. The same cluster-guided
contrastive formulation is adopted to preserve the structural
consistency of motion-text alignment. The supervised objec-
tive is de�ned as:

L mt = �E
h

log
Smt

align

Smt
align + S mt

disc

i
; (6)

where
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�
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Similarly, a is the corresponding text feature of the same
sequence of sk and a� is the text feature of each negative
sample sk� which is randomly selected from the Nsk .

In summary, T-MOR introduces a uni�ed cluster-guided
contrastive framework for both self-supervised and supervised
training settings:

L sup = L mm + L mv + L mt : (9)

By integrating the cluster-guided mechanism directly into each
contrastive objective, our approach reformulates the conven-
tional InfoNCE paradigm into a structure-aware multi-modal
optimization. This design encourages motion embeddings to
form semantically compact yet discriminative manifolds across
skeleton, visual, and textual modalities, leading to stronger
generalization and improved interpretability without introduc-
ing additional model complexity.

C. PoseCap-1M: Large-scale Training Dataset

Recent transferable vision foundation models are generally
pre-trained on a huge number of data, including images [18]
and video clips [21]–[23] with their corresponding textual
pairs. Similarly, to pre-train a generic and transferable skele-
ton motion model, a large-scale human-centric multi-modal
dataset including videos, text, and human skeleton sequences
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