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ABSTRACT

Code completion is readily available for many general-
purpose programming languages, but this is not the case for
proof assistants, including the popular proof assistant Coq.

In this paper, we present, compare and evaluate algorithms
for providing code completion for the Coq language server,
specifically aimed towards improving the VsCoq extension for
Visual Studio Code. We then provide a comparison of these
algorithms based on Robbes and Lanza’s benchmarking proce-
dure. This comparison finds that Type Structure with Selective
Split Unification performs the best among our algorithms.
When no prefix is used for fuzzy matching in filtering, the
algorithm provides the correct completion as one of the top ten
results in 53.3% of cases. This result comes with the caveat
of the strategies not working well with SSReflect and other
external libraries.
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I. INTRODUCTION

As a codebase grows, so does the complexity of adding
functionality. Each new class or function adds new options
for the developer to write code, but adds additional work,
requiring the user to evaluate what options are applicable. This
is an especially difficult problem for people who are new to a
large codebase, who will need to spend time finding out which
functions and classes exist, and what they do.

Code completion is done to reduce the cognitive burden on
the user by presenting a list of likely options, meaning the
user does not have to remember everything. These options are
typically sorted, so as to present what is most likely to be the
relevant completions in a given context.

Users of general-purpose programming languages have long
enjoyed productivity-enhancing benefits from code completion
when using tools such as IntelliSense[1] in Visual Studio or
Content Assist[2] in the Eclipse Editor. In contrast, proof
assistants have been lacking this code completion, leaving
users with rudimentary code completion oblivious to language
semantics. Such proof assistants include Isabelle, Agda and
notably Cog.

Coq is one of the most popular proof assistants and allows
for writing verified programs and formalising proofs. It has
been used to write CompCert, a verified C-compiler and
formalise the proof for the 4-colour theorem. However, despite
Coq being one of the older and more popular proof assistants,
no editor provides language-aware code completion for it.
Some editors provide language-oblivious code completion,
which for example suggests words from the current document,
with no regard for syntax or validity. Only using existing words
can easily create syntactic errors, as they are not aware of the
syntax of Coq and therefore might suggest something invalid.

Prior work for providing code completion in Coq is es-
sentially non-existent and consists of standard editor tools
for providing completions of words from the current file [3].
One proof assistant, Lean, provides some code completion
[4], by suggesting all valid constructs, including those outside
the current file, but only sorting the results by lexicographic
ordering.

Our work coincides with a rewrite of VsCoq [5], an exten-
sion to Visual Studio Code for working with Coq. The rewrite
changes the extension to use Language Server Protocol (LSP)
and to directly depend on Coq’s source code. This tighter
integration allows for potential code completion to make use
of Coq’s source code, essentially using it like a library. By
having access to Coq’s internal functions, the language server
should also be able to extract a greater wealth of information.
This information will allow code completion to provide more
relevant completion results.

We thus present the following problem statement:

How can a system for providing useful code com-
pletion be created, in order to improve the process
of writing proofs in Coq?
To aid in answering the problem statement, we ask the
following research questions:
o What does it mean for a completion to be useful?
o How can we benchmark and compare the usefulness of
code completion algorithms?
o What strategies and heuristics are effective at finding
useful completions?

We hypothesise it is possible to provide relevant code
completions efficiently by using the type-information available
in theorems and proof goals. Furthermore, we theorise that
by using Coq’s unification algorithm, we can further improve
the usefulness of completions by checking if theorems can be
applied. To simplify terminology, the word theorem is used as
a stand-in for theorem, lemma, and hypothesis, due to their
use being identical for completion purposes.

Creating code completion for the entirety of Coq is outside
the scope of this paper. Coq has multiple modes of interaction,
each requiring different types of code completion. These
modes include defining new tactics, implementing functions,
specifying theorem statements and constructing their proofs.
An example of the syntax used in each mode can be seen in
figure 1.

A separate method of providing completion would be nec-
essary for each interaction mode, as they have distinct syntax.



EXPANDING COQ WITH TYPE AWARE CODE COMPLETION

(* Defining a tactic *)
Ltac mega_destruct :=
match goal with

[ [H: _ /\ _ |- _]1 => destruct H

| [H: _ \/ _ |- _]1 => destruct H

| [H: exists _ : _, _ |- _]1 => destruct H
end.

(* Implemeting the rev function *)

Fixpoint rev {A:Type} (Ll:1list A) : list A :=
match 1 with
| nil => nil
| cons h t => app (rev t) (cons h nil)
end.

(* Specifying theorem statement for rev_rev *)
Theorem rev_rev :
forall A (1 U’
1 =revl' —>
1' = rev 1.

: list A),

(* Constructing proof for rev_rev *)
Proof.

intros A 1 1' H.

symmetry.

rewrite H.

apply rev_involutive.
Qed.

Fig. 1 — The four modes of interaction in Coq.

Theorem dist_not_exists : forall (X:Type) (P :
(forall x, P x) -» ~ (exists x, ~ P x).
Proof.
intros X P H [x E].
unfold not in E.
apply [E.
apply PR P x -> False x
Qed. 42 false
2 tIue
#* bool
/% Hexadecimal.Little.succ_double
/ Hexadecimal.Little.double
/* Hexadecimal.Little.succ
/ Decimal.Little.succ_double
/? Decimal.Little.double
/ Decimal.Little.succ
/2 well_founded
£ Acc

X -> Prop),

Path: E
Score: 5.000000, Size: 1.000000,
Final Score: -4.000000

Fig. 2 — Screenshot of code completion in Visual Studio Code.
E is the top result.

In this paper we only implement and analyse code com-
pletion for one of the interaction modes, the construction
of proofs. Furthermore, we focus on supporting backward
reasoning through the tactics apply and rewrite. Coq also
supports forward reasoning through the tactics apply in and
rewrite in, but the algorithms in this paper are not optimised
for these cases.

An example of using VsCoq to get code completions can
be seen in figure 2, where one of the algorithms developed in
this paper is used to correctly guess the next step.

To answer our research questions, we first describe Coq
and its interaction models. This is followed by a description
of Visual Studio Code, the Language Server Protocol, and
VsCoq. To allow reproduction of our results we outline our
methodology, describe our data sets, and provide source code
used in running the experiments. We give a definition of
usefulness for code completion and to quantify this usefulness,
we use a method presented by Robbes and Lanza in their paper
Improving code completion with program history [6]. We then
present a variety of code completion algorithms, explaining the
ideas behind them and the results yielded by running them on
the data set. Finally, we discuss our work, including alternative
criteria for evaluating code completion, and potential problems
with our work, before concluding our report and mentioning
ideas for further work.
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II. BACKGROUND

In this section, we describe the fundamental technologies
for this paper. We describe the proof assistant Coq, giving an
overview of how it works, as well as describe Visual Studio
Code (VS Code), the Language Server Protocol (LSP), and
the concept of code completion.

A. Cogq

Coq is a proof assistant, initially developed in 1984 and
implemented in Caml-Light, before being converted to OCaml
[7]. At present, the code base contains more than 300,000
lines of OCaml code [8]. Coq has been used to verify famous
proofs such as the Four Colour theorem [9], a proof too
large for humans to feasibly verify by hand. Other famous
proofs verified in Coq include the Odd-Order theorem [10]
and Abel-Ruffini theorem [11]. In addition to being used for
mathematical proofs, Coq has been used to implement the
trusted and verified compiler CompCert for a subset of C [12].

Verasco, a verified static analyser which establishes the
absence of run-time errors in C code, has also been created for
this subset of C compiled by CompCert [13]. The correctness
of complicated data structures have also been formally verified
using Coq such as a persistent union-find data structure [14].
Coq has also been extended to use external automatic theorem
prover tools by checking the correctness of the output of the
tool, such as with A3PAT [15].
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Theorem rev_rev :

forall A (L 1' : list A),
1 =rev1l' ->
1' = rev 1.
Proof.
intros A 1 1' H.
symmetry.
rewrite H.
apply rev_involutive.
Qed.

Fig. 3 — An example of a Theorem in Coq. The theorem
rev_involutive is used as an argument to apply.

Users have several modes of interaction with Coq. They
can define functions using the built-in functional language
for Coq. The users may then construct propositions about
the functionality of these programs, that can be proven using
theorems. An example of such a proof can be seen in figure 3,
where functionality is proven for the reverse list function rev.
Theorems are proven using tactics which modify the goal and
hypotheses until every goal of the proof is solved. The final
mode of interaction is defining custom tactics to more easily
prove goals.

After a user has finished a proof, the kernel of Coq can
check the validity of the entire proof. Coq’s kernel is a trusted
implementation of the Calculus of Inductive Constructions,
which is small enough to be checked for correctness by
humans [16]. To ensure correctness, Coq also has an extensive
unit test suite which further increases confidence. Tactics will
be transformed to terms Coq’s kernel can understand, and
if these terms are invalid, the proof will fail at verification.
Therefore, the implementation of tactics do not have to be
trusted, as any fault is caught by the kernel. This allows Coq
to have a large library of complex external tactics that speed
up the development of proofs, while only having to trust a
very small codebase in the form of the kernel.

1) Workflow: The workflow of Coq is different from most
other programming languages. Where most programming lan-
guages evaluate entire files at a time, in Coq the evaluation
state inside a file is generally controlled by the user. Coq
code is made up of sentences, the smallest fragments of code
that can be interpreted, generally terminated by periods. The
evaluation state is modified by sending commands to step
forwards and backwards in increments of a sentence, usually
with a keyboard shortcut.

While writing a proof in Coq, the evaluation state is clearly
visible, as the current goal and the available hypotheses are
shown in a proof view window. The goal and hypotheses are
derived from the proof state, which is the part of the evaluation
state containing the state of the proof [17]. The proof state
contains all remaining goals, the available hypotheses and
introduced variables for each goal.

Upon entering proof mode by using the Proof keyword, a
proof state is created, which contains the theorem statement
as the only goal. The user can then create a hypothesis in the
proof state by the use of tactics such as intros, which can
introduce variables from forall and move premises from the
goal into hypotheses. New subgoals may also be introduced,
where each subgoal uses the proof state at the point they were
created. One tactic that can introduce new subgoals is split.
Used on a conjunction PAQ, split creates the new subgoals
P and Q.

The proof state stands in contrast to the global environment,
which contains all previously defined variables, theorems, and
functions [18]. All definitions in the proof state and global
environment can, when applicable, be used in conjunction with
tactics to complete the proof.

2) Types in Coq: In Coq, types are implemented as the
recursively defined OCaml type Constr [19]. Consequently,
any instance of a Coq type can be interpreted as a tree of types
with each node being an instance of Constr. Constr contains
several pieces of information about the type, including its kind.
This kind describes how the Constr node relates to its child
nodes in the type tree. The kind of Constr can be extracted
using the function kind which returns a kind_of_term, an
algebraic data type.

This paper is mainly concerned with the following subset
of constructors in kind_of_term:

o Constants are fully qualified types, like nat. The con-
stant kinds include inductive types Ind, constructors to
inductive types Construct, variables Var, and existential
variables Evar.

e App of Constr * Constr array is a type that takes
further types as arguments, and is guaranteed to have at
least one type argument contained in the array [19]. An
example of this is list, which is type polymorphic and
as such takes the type of elements as an argument in the
array. The array of types is where the tree branches into
multiple subtrees.

e Sort of Sorts introduces a type of types and is created
when using generic types, such as a type argument.

e Prod of Name * Type * Type creates a named
variable with a type and continues the tree in the third
argument. The second argument is usually a constant or
an application of constants. Inside the rest of the tree, the
introduced variable can be referenced by De Bruijn Index
[20].

e Rel of Int refers to an earlier introduced bound variable
by way of De Bruijn index. The variables are introduced
by Prod. In our internal representation for completion,
we use the index to bind the type of Sorts. An example
of this would be a function taking two arguments of
the same type and checking their equality. The types of
the arguments would be Rel referring to a Sort type
argument. By binding the type to the sort at the time of
ranking, the likelihood of type constraints being met is
higher. This allows for better ranking of generic types, as
theorems that have no chance of matching the goal are
prioritised lower.
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Theorem rev_rev : forall A (1L 1' : list A),
1 =revl' ->
1' = rev 1.
Proof.
Prod (A, Sort Type,
Prod (1, App(list, {| Rel 1 |}),
Prod (1', App(list, {| Rel 2 [}),
Prod (->,
App (@eq, {l
App (list, {| Rel 3, Rel 2 |}),
App (@rev, {| Rel 3, Rel 1 |})
H,
App (@eq, {l
App (list, {| Rel 4, Rel 2 |}),
App (@rev, {| Rel 4, Rel 3 [})
B3]
)
)

Fig. 4 — The goal’s type before intros in rev_rev shown as
the kind_of_term constructors. The indentation level is the
level in the tree, Rel values are De Bruijn indices

These type constructors, along with the rest of
kind_of_term, are combined to construct all types in
Cog.

Since the application of theorems requires the type of the
theorem to match the type of the goal, understanding the
structure of the types is essential to provide useful code
completions in Coq. An example of a type in terms of its
kind_of_term constructors can be seen in figure 4, which
displays the type of rev_rev from figure 3.

3) Unification: Unification is the process of reconciling
different types in a programming language or type system.
Higher-order unification extends this concept to handle types
that involve functions or higher-order constructs, allowing
for the unification of more complex type expressions. Using
higher-order unification is potentially more expensive in terms
of computations, causing it to be slower.

In Coq, unification forms the basis for the apply tactic.
apply will attempt to unify the type of the theorem with the
type of the goal. If the unification is successful, the theorem
can be used to prove the goal. If it fails, apply will also try
to conditionally apply the theorem, meaning it will attempt
to unify the conclusion of the theorem with the goal. If this
succeeds, the goal is proven, but the premises of the theorem
are then added to the list of goals. For example, if you are
trying to prove the proposition C, and there is no theorem
proving C, but instead the theorem A — B — C exists.
Then, this theorem can then be conditionally applied, leaving
the task of proving A and B.

Unification is also used for forward reasoning through the
apply in tactic. This tactic still takes a theorem to be applied
and a hypothesis to apply the theorem in. The apply in tactic
will try to unify the first premise of the theorem with the given
hypothesis and, if successful, replace the hypothesis with the
rest of the theorem. This can be used to change the hypothesis
until it can be used to solve the current goal, in contrast to
backwards reasoning where the goal is changed to match the
hypotheses.

B. Visual Studio Code

Visual Studio Code (VS Code) is a freeware and partially
open-source code editor released in 2015 by Microsoft. It is
the most popular editor among software developers [21], and
it ships with advanced editor features for web technologies
like HTML, JavaScript/TypeScript and JSON.

Through extensions, it also supports editor features for most
commonly used programming languages, such as C#, Java,
Python, C, and many more. These extensions are part of a vast
ecosystem, which gives VS Code access to advanced editor
features in most programming languages or data formats a
programmer might encounter. This is further expanded by Mi-
crosoft’s efforts to develop open protocols for interacting with
debuggers and language infrastructure, such as the Language
Server Protocol.

C. Language Server Protocol

Language Server Protocol (LSP) [22] is a protocol specifi-
cation created by Microsoft, made to facilitate communication
between Language Servers and editors. A language server is a
program that provides programming language-specific services
such lookup of symbols, highlighting of files, or code com-
pletion. As a result, it is usually necessary to implement many
of the features that exist in compilers to extract information
about functions, types and references to variables.

Prior to the introduction of LSP, if a language server wanted
to provide these functionalities in a new editor, they would
essentially have to duplicate their efforts, usually in the form
of a plugin. LSP was created to address this issue and act as a
standard interface between language servers and editors. This
means that if a language server adheres to the LSP, it can
be used for many different editors, and similarly, an editor
can support any language that provides a language server
communicating via LSP. An illustration of this can be seen
in figure 5.

In this figure, every arrow represents an implementation that
needs to be written and maintained. On the left, there needs to
be an implementation for each combination of language and
editor, while on the right, every language and editor can make
do with a single implementation that adheres to LSP.
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Fig. 5 — An illustration of the problem LSP solves. Taken from
VS Code’s documentation [23].
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The code written for this paper is part of the new Coq
language server, which as of writing is only used by the
VsCoq extension for VS Code. Since the new Language Server
follows the LSP specification, any editor supporting LSP, such
as Emacs or Vim, would be able to use it. Only the Coq-
specific parts that are not part of the LSP specification, such as
the proof view, Commands and manual interpretation stepping,
would require an editor-specific implementation to add support
for a new editor.

D. VsCogq

VsCoq is an extension for VS Code to support Coq and was
originally released in 2016 [24], later being handed off to the
Coq community [25]. Starting in late 2022, work began on a
rewrite by Dénes, Tassi, and Tetley [5], creating VsCoq version
2.0. The focus of VsCoq 2.0 was on removing a dependency
on the legacy language server CoglDETop.

CoqIDETop was made to implement the Coq XML protocol
for CoqIDE [26]. However, it also became a source of bugs.
The Coq XML protocol is stateful, and this state manage-
ment caused problems during development. CoqIDETop also
requires locking the interpreted state, another aspect that led
to development being difficult. It was therefore decided to use
LSP in VsCoq 2.0, as this protocol is implemented VS Code,
which meant implementing a language server, instead of a
client that talked through CoqIDETop.

VsCoq 2.0 interacts directly with Coq, using Coq’s imple-
mentation of parsing, types, evaluation state and so on. As it
works directly with Coq, some difficulties arise due to Coq
being a large code base with over 30 years of development by
many different developers. The code base’s quality, readability,
and level of documentation varies greatly from file to file.
Some files were never meant to be read by anyone outside the
Coq project and contain functions with warnings about safety
[27]. Therefore, the largest hurdle in creating new features
is often finding the correct function to call, along with what
arguments it should be called with to achieve the desired
results.

At the time of writing, the rewrite is close to reaching
feature parity with the old CoqTop version, and has the
following features implemented:

o A proof view showing the current proof state with hy-
potheses and the current goals.

« Hovering over variables with the cursor shows their type.
o Search view with a separate tab showing the results of
running Search commands.

In addition to these features implemented by Dénes, Tassi,
and Tetley, we implemented very rudimentary code comple-
tion, which just uses the results of a Search command to return
every theorem that exists in the current context.

E. Code Completion

Code completion is a common feature of modern editors
that can suggest code to be written at the user’s cursor. Code
completion algorithms vary in complexity and effectiveness,
from suggesting existing words in the current document,
to analysing types of variables. For example, in an object-
oriented language, a code completion algorithm may be able
to suggest the methods of a class by inspecting the type of a
variable and presenting the relevant class methods.

Commonly, completions are made in three steps:

1) Discovery is finding all relevant completions for the
current context, which is provided by the language
server. For example, this could consist of suggesting all
possible methods belonging to a given class.

2) Sorting consists of sorting the completions based on
relevance to the user. There is no concrete measure of
relevance, and code completion systems will handle this
in different ways. Following our previous example, if
the current context expects a string to be returned, the
algorithm might put methods returning strings at the top
of the list.

3) Filtering is the process of filtering these completions,
based on what the user has written so far. This section
of already written text is the prefix, since it is the prefix
of what the user may end up writing. This process of
filtering is usually done by the editor and commonly
consists of filtering out completions that do not start with
the prefix. Some editors, such as VS Code, go further
and provide fuzzy matching, which also matches on infix,
suffix, or sub-sequences.

The implementation of these steps can differ from editor
to editor. Some language servers do not implement filtering,
because it is common for editors to have it implemented
instead. Leaving filtering to the editor also has the advantage
of the language server only having to create a list of sorted
results once for the current context. The editor can then repeat
filtering after each letter entered by the user, without having to
wait for the language server. This creates the user experience
of immediate feedback after getting the first results, as the
relatively slow call to the language server is only made once.

Writing code completion algorithms for proof assistants will
involve differences compared to writing for general-purpose
programming languages. Some of the differences include:

o Some proof assistants, such as Coq and Isabelle [28], con-
tains several modes of interaction. This means there are
multiple contexts, each of which will require completely
different code completion algorithms.
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o When writing code in a general-purpose programming
language, the intent of the user will be unknowable to the
language server, as it will have no way of semantically
knowing what the user is trying to accomplish with
their code, other than getting it to compile by matching
types. When writing proofs, the intent is always to prove
the theorem statement. This means an advanced code
completion algorithm for writing proofs could attempt
a limited form of proof synthesis.

o Given the complexity of types in proof assistants, code
completion based on types is more resource intensive,
due to having more data to check. Therefore, using
heuristics to choose candidates might be necessary, rather
than running more complex and slow code completion
algorithms.

In short, there are several aspects that make development

of code completion for proof assistants different to code
completion for general-purpose programming languages.

III. METHODOLOGY

In this section, we discuss how we evaluate and bench-
marked the usefulness of completion algorithms. We then de-
scribe our experimental setup, and how we compare algorithms
to each other.

A GitHub repository of the code used for this project can
be found with the following link, https://github.com/Jakob
is/vscoqComparison. A zipped copy of the code can also be
found in the appendix.

A. Algorithmic Structure of Code Completion

To make clear exactly what is being evaluated, we first
define the structure of the code completion algorithms. Every
algorithm described in this paper uses the same processes for
the steps of discovery and filtering described in section II-E.
Discovery is handled through the internal function that is also
used by the Search command in Coq. This function returns an
arbitrarily ordered list of all theorems available in the current
context. Filtering is handled by VS Code, which runs the fuzzy
matching algorithm based on the prefix.

The only difference in how the algorithms are implemented
is the sorting step. The algorithms will sort the theorems using
the proof state’s current goal as a reference for what the user is
trying to achieve. By comparing the theorems and the current
goal, an ordering based on relevance to the goal is created.
The ordering is then used to tell VS Code how it should
sort the results when presenting them to the user. All the
algorithms take the same theorems as input and output the
same completions, the only difference being the ordering.

B. Evaluation Criteria

In order to evaluate the usefulness of different completion
algorithms, we must first define what usefulness is. Code
completion is ultimately meant to be used by users, and the
best evaluation method would likely be user studies. However,
such studies are time-consuming, expensive, and make rapid
iteration harder to accomplish. They are therefore outside the
scope of this paper.

6
Prefix length (%) 0 1 2 3
Prefix - B Ba Baz
List Foo, Bar, Baz |Bar, Baz |Bar, Baz |Baz
Correct answer position |3 2 2 1
G(1) 1/3 172 172 1

TABLE 1 — A table showing an example with gradings G(%)
for different values of <.

Instead, we define usefulness as the ability to provide the
completion the user wants, as early in the list of completions as
possible. To this end, we argue that what the user wants can be
approximated by looking at existing proofs. Here, we assume
that what the user wanted to write, is what they ultimately
wrote. Thus, by looking at existing proofs, this definition of
usefulness is quantifiable.

For every applied theorem in these existing proofs, a call
for completions can be made, and the theorem written by the
user can be used as the correct answer. The position of the
correct answer can then be looked up in the list of completion
results.

To evaluate and compare the usefulness of our algorithms,
we use a formula based on the work of Robbes and Lanza [6]
which uses a variation of Mean Reciprocal Ranking (MRR)
[29]. MRR is a formula for ranking processes that produce
a list of results, where the desired outcome is that a given
result appears as early in the list as possible. This makes
MRR useful to score code completion algorithms. Robbes
and Lanza’s variation consists of looking at prefixes of the
correct answer, using this prefix to produce a list of results
and calculating the MRR for each such list of completions. A
formula is then used to calculate the combined score based on
the scores for each prefix length, with a bias for doing well on
smaller prefixes. This gives weight to the filtering of results
done by fuzzy matching as explained in section II-E.

Zt results(%,5)
Jj=1 J

) = attempts(i)

1

For a specific prefix length i, the grade G(i) is the sum
of occurrences of the correct completion item within each
top t positions in the completion list weighted by position
j. The value results(i, j) is the number of occurrences of the
correct answer for prefix 4 at position j in the list, while ¢
corresponds to the lowest list position to be considered. The
sum of occurrences is divided by attempts(i), the total amount
of completion attempts for prefix .

In this paper, ¢ is chosen to be 10, meaning that if the
correct answer is not among the first ten in the list of results,
it is equivalent to not being present at all.

An example of the usage of the formula can be seen in table
1. Here, our example algorithm outputs the list Foo, Bar, Baz,
and the desired result is Baz. The filtering process consists
of only including completions that start with the prefix. This
example contains only 1 attempt per prefix, and every score
is therefore divided by 1.
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To give a total score across all prefix lengths, we use the
following formula to give a weighted average of the values of
G(4):

p  G()
i=m i+1
P 1

k=m k+1

S = x 100 2)

The score S for an algorithm is a weighted sum of the
grades G(i) for prefix lengths m through p, all divided by
the hypothetical perfect score for the prefix length, and scaled
by 100 for legibility. The intent is to give a score to each
algorithm, averaging the performance across different lengths
of prefixes, but giving more weight to results using shorter
prefixes. This means that algorithms that are better at giving
good results with small prefixes, will do better than those who
need larger prefixes.

This scoring formula is also based on the work of Robbes
and Lanza, but their version only takes into account prefixes
of length 2 to 8, using the values m = 2, p = 8. However, for
the algorithms presented in this paper, it is relevant to look
at prefixes of length 0 and 1 as well, leading to the values
m = 0,p = 8. This is because of the unique circumstances
around making a proof in Coq. The change of m to 0 means
that the scores cannot be directly compared to Robbes and
Lanza’s scores.

In a general-purpose programming language, the language
server can never know what the intent of the user is. There are
simply too many options for what a user could semantically
be trying to achieve. On the other hand, if a user is trying
to write a proof in a proof assistant, there is essentially only
one possible goal: to prove the theorem statement. Given the
expressive type system of Coq and that the user’s intent is
encoded in the proof’s goal, we believe our algorithms have
relatively high chances of predicting the correct answer, even
with 0 known characters.

To give an example of the calculation, consider the table 1.
A value of 3 is used for p to simplify the example.

The sum of grades is calculated to be 1 in equation 3.

3

GG 1/3 1/2 1/2 1)1
i+l 12 3 4
24 3)
24
=1

Then, in order to find what the perfect grades would be,
equation 4 calculates this sum of prefect grades.

) S
k=0k+1 1 2 3 4
=25/12
~ 2.08

“)

To calculate the final score, these values are substituted
in to the score formula, as seen in equation 5. The score is
calculated to be 48.

23 G(i)
_ 2.i=0 711
S = 723 T

k=0 E+1

1
— %100
25/12

=48

&)

With this formula, a score is given to every algorithm,
allowing us to compare their respective usefulness. However,
it is important to mention that the score is only really useful
for comparison. It is not as simple as a score of 48 meaning
the algorithm is right 48% of the time. Instead, the score is a
weighted average of weighted averages.

For this reason, our algorithms will not only be compared
based solely on their score. For each algorithm, we will also
show a table with success rates based on the lengths of prefixes
and the position of results. This will allow us to compare the
algorithms in more depth, showing the influence of the length
of prefix and the ranking of the correct answer. It also allows
for a comparison of no prefix cases, which is of particular
interest as it requires no input from the user.

C. Experimental Setup

The experimental procedure used for each algorithm is as
follows: For every file, at every location where the tactics
apply and rewrite are used, request for a list of completion
items.

This list is then provided to the completion provider within
VS Code, to filter for each prefix of the correct answer to
generate a filtered completion item list. For each list, check the
position of the correct answer in the filtered list. The position is
used to perform grading and scoring based on the criteria from
section III-B, grouped by completion algorithm and algorithm
parameters across all files in the data set.

To more closely replicate the user experience of a person
using VsCoq, the fuzzy matching in VS Code was used as the
filtering step. This means that our results should accurately
represent usage in VsCoq, but may differ if the Language
Server is used with another editor which provides a different
filtering algorithm or no such algorithm at all. Consequently,
the results are not entirely governed by our sorting heuristics
because the filtering influences the results.

D. Data Set

The algorithms were tested on a data set of three prior Coq
projects, that were chosen based on a set of requirements.
Due to a bug with importing external libraries, it was a
requirement that the projects could not use any such imports.
Therefore, we excluded any files or projects that required
external dependencies to run.
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Many projects in Coq are written with SSReflect, an alter-
native syntax that is fairly popular. However, since SSReflect
behaves significantly differently from Coq, it was deemed to
be outside the scope of this paper to support it. Therefore,
there are no projects using SSReflect in the data set. This
exclusion means that the resulting data is not representative
of everyone’s experience when using VsCoq. The problems
this poses is further expanded on in the discussion section
V-D.

The first project [30] was a student’s solutions to the
exercises within Software Foundations: Logical Foundations
[31], up to the section on Simple Imperative Programs. We
chose this project as it can represent the usage patterns of a
person new to Coq. This is due to the fact that the book and
its exercises are made as an introduction to Coq and proof
assistants.

Coq 100 Theorems [32] is the second project and is a col-
lection of the top 100 most famous proofs, as decided by Kahl
[33], formalised in Coq. Most of these use only theorems from
the Coq standard library, which fits well with the requirement
of no external dependencies, while still offering a variety of
projects written by different users.

CogGym[34] is the last project and is itself a collection
of projects intended to provide a large data set and machine
learning environment and has been used for benchmarking
proof synthesis. Because CoqGym was meant to be used a
machine learning environment, it made the setup of its various
sub-projects easier. This made it easier to include a lot of
projects without spending a lot of time on getting each project
to work.

Both Coq 100 Theorems and CoqGym consist of multiple
sub-projects, where some of these sub-projects did not meet
our requirements and were therefore excluded from the data
set.

IV. CoDE COMPLETION ALGORITHMS

In order to provide good code completions, an algorithm
for sorting any provided completions is needed. This section
describes the different algorithms we implemented and the
results of their benchmarks. For each algorithm, we provide
an overview of the idea behind it, a table showing the results
of the algorithm, and an analysis of the results.

To better understand these tables, we here provide an
explanation of table 2, which illustrates our results for the
Baseline algorithm.

Each column corresponds to the length of the prefix used
for obtaining completions. Prefix length O indicates that the
completion was obtained without any knowledge of what the
correct completion should be, while prefix lengths 1-8 indicate
that the first 1-8 characters of the correct theorem are used to
filter the completion items.

For each row, the label indicates where the correct item is
placed in the completion item list. The results are listed in
percentages, so for example, it can be read that the Baseline
algorithm placed the correct theorem for no prefix as the first
completion item 0.1% of the time, as the second completion
0.0% of the time, and as the 4th-10th completion 0.2% of the
time.

Prefix| 0 1 2 3 4 5 6 7 8

Ist| 0.1% 8.5% 29.8% 35.0% 38.6% 41.9% 49.1% 50.2% 53.8%
2nd| 0.0% 4.1% 10.0% 10.4% 9.9% 11.5% 12.8% 15.1% 14.0%
3rd| 0.0% 3.5% 52% 5.7% 63% 65% 59% 53% 62%
4-10th| 0.2% 14.3% 17.4% 18.9% 17.9% 16.2% 10.8% 11.4% 10.2%
0.3% 30.4% 62.3% 70.0% 72.7% 76.1% 78.7% 82.0% 84.2%
Fail |99.7% 69.6% 37.7% 30.0% 27.3% 23.9% 21.3% 18.0% 15.8%

Pass

TABLE 2 - Test results from Baseline, showing for each
prefix length how large a proportion of results appeared at each
position in the completions.

There is a summary of how well each prefix did below the
dividing line. The pass row is a sum of the values above and
indicates that the correct answer was in the top ten results,
meaning it would show up in the UI for the user to choose
immediately. The fail row indicates how large a proportion of
completion attempts either outright failed, or did not contain
it in the first ten results, making it not immediately visible in
the UL

For example, in table 2, it can be seen that the Baseline
algorithm failed 99.8% of completion attempts with no prefix
information, but managed to get the correct theorem 78.7%
of the time when a prefix of 6 characters was used to create
completions.

A. Baseline (Score: 26.03)

The Baseline algorithm outputs the completions in random
order by shuffling them. Shuffling is done to remove any
impact the discovery step had on the order of theorems. As the
name implies, it is intended to form a baseline for the sake of
comparing the remaining algorithms. With Baseline, we can
compare the algorithms to the results of random chance, giving
a better understanding of how well they perform. It also give
a better understanding of the impact of filtering through fuzzy
matching in VS Code.

From the test results in table 2, it can be seen that randomis-
ing the completions produces almost no passing results when
no prefix can be used, succeeding only 0.3% of the time, or
once every ~330 attempts. Filtering on even a single character
makes the Baseline pass 30.4% of the time, all the way up to
84.2% of the time for 8 characters. The score ends up being
26.03 points. This relatively high pass rate of 30.4% might be
due to use of short names often used in Coq, such as H or H1
for hypotheses.

B. Type Intersection (Score: 49.68)

Type Intersection is a simple algorithm, based on the idea of
flattening the type trees of types into sets, and then comparing
these sets via set intersection. The flattening is done by
extracting types from the type tree and inserting them into a
set. These extracted types are atomic, as they are the smallest
types that can be meaningfully compared on their own. This
is in contrast to types that require the rest of the type tree to
be meaningful. The set intersection between the atomic types
of a theorem and the atomic types of the goal is used as the
heuristic for ordering.
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let typelIntersectionCompare goal a b =
match (a N goal), (b N goal) with

| al, bl when |al| = |b1l| ->
compare |a \ goal| |b \ goall
| a1, b1 —>

compare |al| |bl]|

Fig. 6 — Pseudo-code for the type intersection comparison
function.

xul<>1 rev (revl) =1

Fig. 7 — An illustration of the type intersection algorithm.
Atomic types of the outer expressions are listed within the
circles, the overlap indicating atomic types from both types.

To explain our heuristic, we define the following two terms:

1) Type overlap (A N B) is the size of the intersection
between two sets of types. The bigger the type overlap,
the more similar the types are.

2) Type difference (A \ B) is the number of atomic types
present in a type, but not in the intersection with another
type. The smaller the type difference, the more similar
the types are.

Pseudocode describing the algorithm can be seen in figure 6.

Our main heuristic for Type Intersection consists of sort-

ing by type overlap between theorems and the goal. Bigger
intersections result in more overlap in types and therefore
indicate higher similarity between the goal and the theorem. If
two different theorems have the same type overlap, then sort
them by the smallest type difference. If two different theorems
have the same set of types, then Type Intersection has no way
of distinguishing between them, and they would therefore be
considered equal.

An example can be seen in figure 7 where the atomic types

of the following propositions are compared:

forall x : nat, 1 : nat list, x 21 <> 1 ©)
foralll : nat list, rev (revl) =1
The two propositions contain four atomic types each, and

an overlap of two atomic types, nat and list.

Prefix| 0 1 2 3 4 5 6 7 8

Ist|21.5% 26.2% 50.4% 51.2% 55.9% 58.2% 62.7% 63.0% 66.0%
2nd| 7.8% 27.2% 13.8% 14.4% 12.4% 11.9% 10.1% 11.6% 10.0%
3rd| 5.6% 95% 7.0% 68% 57% 54% 45% 3.77% 3.9%
4-10th|18.0% 129% 99% 82% 7.4% 64% 6.7% 5.8% 5.0%

Pass|52.9% 75.8% 81.1% 80.6% 81.3% 82.0% 83.9% 84.2% 85.0%
Fail |47.1% 24.2% 18.9% 19.4% 18.7% 18.0% 16.1% 15.8% 15.0%

TABLE 3 — Test results from Type Intersection, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

The results for the Type Intersection algorithm can be seen
in table 3. It is capable of outright guessing the correct theorem
21.5% of the time, placing the correct theorem in the top ten
52.9% of the time. This also translates into the results for
known prefixes, where it passes 75.8% of the time for a single
character prefix, a twofold increase in pass rate compared to
Baseline. Type intersection performs even better than Baseline
at getting the correct answer as the first result. As expected,
this improvement drops off as more of the prefix is revealed,
and the filtering in VS Code dominates the completion item
list. The overall score turns out to be 49.68, a 23-point
improvement over the Baseline algorithm.

C. Split Type Intersection (Score: 50.40)

This heuristic is based on combining simple type intersec-
tion with conditional application.

We define splitting a theorem type as follows. A theorem is
made up of a series of premises and a conclusion, separated
by implications. It can be split at any of these implications,
removing all premises on the left side of the split, leaving only
the right side in the form of a smaller theorem with fewer
premises. We call this smaller theorem a suffix of the original
theorem.

Split Type Intersection splits the theorems at every impli-
cation, finding the split where the suffix has the biggest type
overlap with the goal. It also considers the overlap of the full
theorem without any splits. If multiple suffixes have the same
amount of overlapping types, the smallest suffix is chosen.
The set of types for the chosen suffix is then used to sort the
completions, in the exact same way as in Type Intersection.

An example can be seen in figure 4 where the theorem L
of the form A — B — C is compared to the goal B — C.
When comparing L to other theorems, the heuristic will try
splitting the theorem into A - B — C, B — C and C. For
each of these, the algorithm will then compute the intersection
of types with the goal, with the intersections for the above
example being 2, 2 and 1 respectively. In case of a tie, the
split with the fewest types will be used, in this case, B — C.
This sub-type will then be used to compare L against other
theorems.



EXPANDING COQ WITH TYPE AWARE CODE COMPLETION

Suffix # of overlapping types
A—-B—-C | 2
B—=C | 2
C 1

TABLE 4 - A table displaying an example of how Split Type
Intersection compares a goal B — C' and with a theorem A —
B—C.

Prefix| 0 1 2 3 4 5 6 7 8
1st{22.8% 26.1% 50.2% 50.2% 55.9% 58.8% 63.8% 64.0% 67.4%
2nd| 82% 27.7% 13.6% 14.7% 12.7% 11.9% 9.3% 11.2% 9.2%
3rd| 64% 95% 7.0% 68% 59% 52% 4.8% 33% 3.4%

4-10th|18.2% 13.0% 10.5% 94% 7.0% 62% 63% 6.0% 5.3%

55.6% 76.3% 81.3% 81.1% 81.4% 82.2% 84.2% 84.5% 85.4%

44.4% 23.7% 18.7% 18.9% 18.6% 17.8% 15.8% 15.6% 14.6%

Pass
Fail

TABLE 5 — Test results from Split Type Intersection, showing
for each prefix length how large a proportion of results appeared
at each position in the completions.

As can be seen in table 5, this approach offers minor im-
provements over the standard Type Intersection algorithm. For
the case with no prefix, a 1.3 percentage points improvement
was observed for the first position, and it passes 55.6% of the
time, a 2.7 percentage point improvement. This improvement
can also more or less be seen for the rest of the prefix lengths,
which also translates into the slightly higher overall score of
50.40 points, an improvement by just under a single point.

D. Type Structure (Score: 50.87)

The idea of the Type Structure strategy is similar to the
previous Type Intersection in section IV-B. However, instead
of only using the set of atomic types, the structure of the
type tree is also used to compare types. This allows for using
the information contained in Sorts to match a specific goal
with more generic theorems. As the structure of the goal and
theorem type might not be an exact match, each sub-tree of
the theorem type tree is also compared with the goal, using
the best match to sort the theorems. An example of the type
tree of a theorem can be seen in figure 8.

Scoring is done by descending down the type tree of the
goal and theorem simultaneously, trying to match the nodes
between the two trees. If at any point the nodes in a branch
cannot be matched, then the descent does not go further down
that branch. Depending on the kind of match, different scores
are assigned. Matching on two identical atomic types is given
a higher score than matching a sort with a type. The rationale
behind this is that it is more specific for the same atomic type
to be mentioned in both types. If the theorem is more specific
to the current goal, it is assumed to be more relevant. To avoid
large proofs always having the best score, a penalty is given
for the size of the type tree, as Type Intersection does for its
sets.

Theorem rev_involutive

forall A (1 : list A), rev (rev 1) = 1.
Const =
1: Ind list Const rev 1: Ind List

/ N\

A: Sort Type A: Sort Type Const rev A: Sort Type

/ N\

A: Sort Type [: Ind list

A: Sort Type

Fig. 8 — The type structure of the theorem rev_involutive
used in figure 3. The left child of eq and rev is a type parameter.

To control how this algorithm performs, it accepts two
parameters. One is the Afomic Bias, which increases the score
for matching atomic types compared to matching sorts. The
other is the Size Bias, which controls how much the size of the
theorem affects the final score, higher number meaning size
has less influence.

The final score is calculated by the equations:

atomicScore = atomicMatches x atomicBias

)

matchScore = atomicScore + sortMatches

finalScore = size — (matchScore X sizeBias)

In the above equations, atomicMatches is the amount of
matched atomic types and sortMatches is the amount of
matched sorts. The theorems are sorted, based on their fi-
nalScore.

To test this algorithm, it was run with all combinations of 1,
2, and 5 for both parameters. The results from all runs can be
seen in the appendix (tables 37 through 46), but here the focus
will be on the best performing of the matrix, where Atomic
Bias is 5 and Size Bias is 5.

As biases 5 and 5 performed the best out of all combina-
tions, a single experiment was also run with an Atomic Bias
of 10 and Size Bias of 10, but the performance was worse
than using the value 5. The value of 10 was not included in
the combinations due to it increasing the total test run time too
much, but the single experiment can be seen in the appendix
in table 46.

As can be seen in table 6, Type Structure generally performs
better than Split Type Intersection, placing the correct theorem
first for no prefix 26.1% of the time, a 3.3 percentage point
increase over the latter. This does however come at a cost,
as it generally places the correct theorem in the top ten less
frequently than Split Type Intersection, reducing the hit rate
by 2.5 percentage points for the no prefix case. This translates
into an overall score of 50.87, which is still a half-point
improvement over the previous algorithm.
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Prefix| 0 1 2 3 4 5 6 7 8

Prefix| 0 1 2 3 4 5 6 7 8

1st{26.1% 26.6% 51.5% 51.9% 57.0% 60.2% 64.9% 65.5% 68.5%
2nd| 6.9% 27.1% 11.5% 13.2% 11.5% 11.1% 9.7% 10.4% 9.6%
3rd| 45% 63% 4.8% 3.4% 42% 3.71% 3.6% 29% 32%
4-10th|15.6% 12.3% 10.8% 10.8% 6.7% 62% 52% 52% 3.7%

1st{26.7% 26.9% 51.5% 51.9% 57.0% 60.2% 64.9% 65.5% 68.5%
2nd| 6.7% 26.6% 11.4% 13.3% 11.5% 11.1% 9.7% 10.4% 9.6%
3rd| 45% 63% 49% 3.5% 42% 3.71% 3.6% 29% 33%
4-10th|15.3% 12.2% 10.7% 10.6% 6.7% 62% 52% 52% 3.6%

Pass|53.1% 72.2% 78.5% 79.3% 79.5% 81.2% 83.3% 84.1% 85.0%
Fail |46.9% 27.8% 21.5% 20.7% 20.5% 18.8% 16.7% 15.9% 15.0%

Pass|53.1% 72.2% 78.5% 79.3% 79.5% 81.2% 83.3% 84.1% 85.0%
Fail |46.9% 27.8% 21.5% 20.7% 20.5% 18.8% 16.7% 15.9% 15.0%

TABLE 6 — Test results from Type Structure, with Atomic
Bias 5 and Size Bias 5, showing for each prefix length how
large a proportion of results appeared at each position in the
completions.

1 2 5

1 |37.36 45.50 48.43
2 146.55 49.87 50.55
5 |50.40 50.83 50.87

TABLE 7 — Scores for each test run in the parameter matrix.
The horizontal axis represents Atomic Bias, and the vertical axis
represents Size Bias. The best performing, (5, 5), is written in
bold.

In table 7, the scores of the test runs in the matrix of values
are presented. It can be seen that the optimal values from the
matrix are an Atomic Bias of 5 and a Size Bias of 5 (5, 5),
followed close behind by Atomic Bias set to 2 (2, 5).

Comparing the two directly, as seen in table 8, they perform
very similarly, to the point where any deviance in the data can’t
be considered all too significant. If anything, Atomic Bias 2
and Size Bias 5 (2, 5) performs a little bit better in no-prefix
cases, but worse overall in filtered cases.

Prefix| O 1 2 3 4 5 6 7 8
1st| -0.1 -0.3 0.0 +0.1 +0.4 +0.2 +0.2 +0.2 +0.2
2nd|+0.1 +0.7 +0.5 +0.2 +0.1 +0.2 +0.3 +0.2 +0.2

3rd| -0.1 0.0 -0.1 +0.1 +0.2 +0.2 +0.1 -0.1 -0.2
4-10th| -0.3 +0.1 0.0 +0.1 -0.5 -04 -04 -04 -0.2
Pass| -0.5 +0.5 +0.3 +0.5 +0.3 +0.2 +0.1 -0.1 0.0
Fail|+0.5 -0.5 -0.3 -0.5 -0.3 -0.2 -0.1 +0.1 0.0

TABLE 8 — Difference in percentage points between the two
best performing parameter sets for Type Structure, obtained by
subtracting the percentages of (2, 5) from (5, 5).

TABLE 9 — Test results from Type Structure with Unification,
with Atomic Bias 5 and Size Bias 5, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

E. Selective Unification (Score: 51.05)

This algorithm is somewhat different from the previous
ones, as it depends on another algorithm to make an ordering,
which could be any of the ones described so far. It takes
the ordering of theorems, selects the 100 highest-ordered
elements, and tries to unify each of them with the goal.
Since unification is the same process used by the apply
tactic, if the unification succeeds, then the theorem can be
applied successfully. The results are split into two groups,
consisting of theorems that unify, and theorems that do not.
The theorems retain their relative ordering within their groups,
but all theorems that unify are placed above those that cannot
be unified.

The optimal method from the perspective of finding the
best theorem to apply would be to attempt unification on
all theorems. However, unification can be time consuming,
especially for more complex types and expressions. To ensure
a responsive editing environment, only a limited amount of
theorems can go through the unification attempt. We chose a
limit of 100, which is few enough to not suffer performance
problems, but finding the best compromise between efficiency
and completion usefulness is outside the scope of this report.

Since there is only time to run unification on some of the
possible completion candidates, unification should only be run
on the candidates that have the highest chance of succeeding.
For this reason, it makes sense to first sort with another
algorithm to improve the odds of the correct answer being
in the first 100 results, and then try unifying these results.

For comparison’s sake, we applied Selective Unification to
the results of Baseline, Type Intersection, Split Type Intersec-
tion and Type Structure with the entire set of parameters.

The results from all of these tests can be found in the
appendix, and a summary of the results can also be found
in section IV-G. Of all the algorithms, the one that performed
best with Selective Unification was Type Structure with biases
(5, 5), and the results of this algorithm can be seen in table 9.

As can be seen in the results, Selective Unification places
the correct theorem at the first position 26.7% of the time, a
0.6 percentage point improvement over not using unification.
However, this better placement comes at the cost of placing
within the rest of the top ten less often, resulting in an identical
top ten hit rate as Type Structure. This better placement within
the top ten results in a score of 51.05, an improvement of 0.2
points.
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Prefix| 0 1 2 3 4 5 6 7 8
Ist|+0.6 +0.4 0.0 0.0 0.0 0.0 0.0 0.0 0.0
2nd|-0.2 -04 -0.1 +0.1 0.0 0.0 0.0 0.0 0.0
3rd| 0.0 +0.1 +0.1 +0.1 0.0 0.0 0.0 0.0 +0.1

4-10th| -0.3 0.0 0.0 -0.2 0.0 +0.1 0.0 0.0 -0.1
Pass| 0.0 0.0 0.0 0.0 0.0+0.1 0.0 0.0 0.0
Fail] 0.0 0.0 0.0 0.0 0.0 -0.1 0.0 0.0 0.0

TABLE 10 - Difference in percentage points between Type
Structure with and without Selective Unification, obtained by
subtracting the percentages of the algorithm without unification
from the one with unification.

1 2 5
37.44 45.64 48.60
46.71 50.05 50.68
50.57 50.98 51.05

Algorithm | Score
26.26 1
49.77 2
50.54 5
51.05

Baseline

Type Intersection

Split Type Intersection

Type Structure (5, 5) (b) Matrix of scores from Type
Structure with Selective Unification.
Atomic Bias is on the horizontal

axis, and Size Bias on the vertical.

(a) Scores from running the algo-
rithms with Selective Unification.

TABLE 11 - All scores from the different runs with Selective
Unification.

Table 10 reflects this slight improvement well, showing the
change in percentage points from adding Selective Unification
to the Type Structure algorithm. Very few score changes
occurred, with the most significant change being for short
prefixes.

As can be seen in table 11, Type Structure is the best
algorithm to use with Selective Unification. The others benefit
from unification too, all producing scores 0.1-0.2 points higher
than the base algorithms.

FE. Selective Split Unification (Score: 51.13)

This algorithm is similar to Selective Unification mentioned
above, but also tries to emulate the effects of conditional ap-
plication. This is similar to the change from Type Intersection
to Split Type Intersection. Specifically, the algorithm removes
premises from the theorem one at a time and tries to unify the
remaining theorem with the goal. If any of these conditional
applications are successful, then it means the theorem can be
applied, but will result in one or more new goals that must
be proven. Like Selective Unification, the algorithm splits the
given theorems into groups which retain the relative order-
ing. However, Selective Split Unification adds a third group,
consisting of theorems that can be conditionally applied. The
final ordering first contains the complete unification, followed
by the conditional unifications, and lastly the rest of the
completions.

The version that has been benchmarked still defaults to 100
theorems being selected for unification.

Prefix| 0 1 2 3 4 5 6 7 8

1st|27.0% 26.9% 51.6% 51.9% 57.1% 60.2% 64.9% 65.5% 68.5%
2nd| 6.6% 26.6% 11.4% 13.3% 11.5% 11.1% 9.7% 10.4% 9.6%
3rd| 44% 63% 49% 3.5% 42% 3.77% 3.6% 29% 33%
4-10th|15.3% 12.2% 10.7% 10.6% 6.7% 62% 52% 52% 3.6%

Pass |53.3% 72.2% 78.6% 79.4% 79.6% 81.2% 83.3% 84.1% 85.0%
Fail |46.7% 27.8% 21.4% 20.6% 20.4% 18.8% 16.7% 15.9% 15.0%

TABLE 12 - Test results from Type Structure with Split
Unification, with Atomic Bias 5 and Size Bias 5, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8
Ist|+0.3 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
2nd| 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
3rd| -0.1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

4-10th| 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

1-10th|+0.1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Fail| -0.1 0.0 0.0 0.0 -0.1 0.0 0.0 0.0 0.0

TABLE 13 - Difference in percentage points between Selective
Split Unification and Selective Unification on Type Structure
with biases 5 and 5.

Again choosing to look at Type Structure, table 12 shows
the results of applying Selective Split Unification to Type
Structure with parameters 5 and 5. This version guesses the
correct theorem from no prefix 27% of the time and manages
to hit the top ten 53.3% of the time.

Looking at table 13, it shows once again that improvements
are marginal. Applying Selective Split Unification results in a
0.3 percentage points increase in correct guesses with no prefix
when compared to Selective Unification. When comparing to
Type Structure the improvement is 0.9 percentage points for
no prefix and first position.

When looking at all the scores in table 14, it can be seen
that Selective Split Unification provides minor improvements
to every algorithm. It also improves marginally improves on
the results from Selective Unification as shown in table 15.

1 2 5

1 |37.48 45.71 48.68
2 146.76 50.13 50.76
50.66 51.06 51.13

Score

26.33

Algorithm

Baseline
Type Intersection |49.97
50.61
51.13

Split Type Intersection

Type Structure (5, 5) (b) Matrix of scores from Type
Structure with Selective Split Unifi-
cation. Atomic Bias is on the hor-
izontal axis, and Size Bias on the

vertical.

(a) Scores from running the algo-
rithms with Selective Split Unifica-
tion.

TABLE 14 — All scores from the different runs with Selective
Split Unification.



EXPANDING COQ WITH TYPE AWARE CODE COMPLETION

Algorithm |Score |Score with|Score with Split

Unification |Unification
Baseline| 26.03 26.26 26.33
Type Intersection| 49.68 49.77 49.97
Split Type Intersection| 50.40 50.54 50.61
Type Structure (5, 5)| 50.87 51.05 51.13

TABLE 15 — Summary of the experiment results. Parameters
for Scored Structure Evaluation are a ranking factor of 5 and
size factor of 5 in all three cases, as it performed the best. Full
results can be found in the appendix, table 56.

Algorithm |apply |rewrite |apply, rewrite,
Split Split
Unification | Unification
Baseline |26.69 |24.22 27.11 24.26
Type Intersection|50.99 |46.34 51.39 46.41
Split Type Intersection|52.03 [46.42 52.33 46.44
Type Structure (5, 5)|56.31 |38.68 56.58 38.89

TABLE 17 - Scores based on whether completion was for
the apply or rewrite tactic. Results for Selective Unification
are omitted for brevity, as they are similar to Selective Split
Unification, much like all other results.

Algorithm |Score |Score with|Score with Split
Unification |Unification
Baseline| 0.11 0.69 0.84
Type Intersection| 30.42 30.58 31.11
Split Type Intersection| 32.18 32.47 32.66
Type Structure (5, 5)| 33.96 34.37 34.57

TABLE 16 — Scores based exclusively on prefix size 0, a
p-value of O in the scoring formula 2 defined in section
III-B. Results for all algorithm parameters can be found in
the appendix, table 57.

G. Summary and Analysis

To summarise, we present all algorithms and their scores,
along with the scores of augmenting with Selective Unification
and Selective Split Unification. We also present the scores that
correspond to only considering prefixes of length 0, removing
the impact that fuzzy matching has. To compare the results for
whether the correct theorem is related to apply or rewrite,
we provide results for each keyword individually. Lastly, a
summary of the time performance to discover and sort for each
algorithm is given. In all cases, Type Structure uses Atomic
Bias 5 and Size Bias 5, as the algorithm performed best using
these values.

A summary of the scores from the different algorithms with
different levels of unification applied, can be seen in table 15.
All type-aware algorithms perform better than the baseline, by
a significant margin. The data shows that Type Structure is the
best-performing base algorithm and that Selective Unification
and Selective Split Unification for all algorithms perform bet-
ter than the algorithm without unification. It is also clear that
the type-aware algorithms perform better than the baseline.
There isn’t any extreme difference in performance between
the type-aware algorithms, as they only deviate in score by up
to 2 points.

Algorithm | Time (ms) | Time, Unification | Time, Split Unifi-
cation
Baseline | 686 687 688
Type Intersection | 709 698 700
Split Type Intersection | 716 709 709
Type Structure | 699 696 697

TABLE 18 — Summary of how long each algorithm takes to
provide completions, in milliseconds.

It is also interesting to look at what the score would look
like considering the algorithms without fuzzy matching. In
table 16, scores calculated from only a prefix of length O are
listed. The ordering of results is the same as when including
prefixes, meaning the best-performing algorithm is still Type
Structure with Selective Split Unification. There is an increase
in the differences between scores, as the distance between
the best and worst type aware algorithms is only around 2
points, while without prefixes, this difference grows to about
4. It is interesting to see the behaviour of Baseline, which has
plummeted to a score of 0.11.

As with the results in table 15, the type-aware algorithms
are similar in performance but perform noticeably better than
Baseline. These results also shows how reliant the Baseline
score are on the fuzzy matching in VS Code.

In table 17, scores for each algorithm are listed, isolated
to the apply and rewrite tactics respectively. It is clear
from these results that each algorithm works better for apply
than for rewrite. Interestingly, it can also be seen that Split
Type Intersection is better than Type Structure at discovering
completions for rewrite. This might be due to Type Structure
following a process that is similar to unification and therefore
apply.

In table 18, average response times for completions with the
different algorithms are listed. These times do not deviate from
each other all that much from an average of 700 milliseconds,
showing that requests average out to taking the same time for
each algorithm.
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These times are averages, which does mean that some situa-
tions will take longer to complete than others. In a single case,
our test suite had a request for Unification which had to time
out after 10 seconds, as it seemingly never returned a result.
These timeouts are not included in the timing results. The
algorithms augmented by unification are not visibly slower
than the rest, and their limit of 100 theorems to be unified
could therefore likely be increased.

As all the response times are quite similar, it is likely that
something other than the algorithm dominates the total run
time. Possibilities for this include serialising all the results
from the language server, discovering all theorems, or some-
thing in the tests which adds a large overhead.

V. DISCUSSION

In this section, we discuss alternative potential criteria for
evaluating code completion, followed by the consequences of
how our algorithms handle conditional application. We also
discuss the fact that development has focused on the apply
tactic at the expense of other tactics, the lack of support for
SSReflect, and the problem of partial sentences.

A. Alternative Evaluation Criteria

The focus of this report has been the comparable usefulness
of the algorithms, as observed through the ability to output
better completions earlier in the list of results. However,
there are of course other desired factors in code completion
algorithms.

1) Performance: Code completion should be a fast process,
ideally fast enough to feel instant to a user. This criterion
has been tested for as part of development, but no formal
evaluation of time performance has been made, other than
timing the benchmarking for each algorithm in table 18. This is
however very relevant, especially to the unification algorithms,
since the point of being selective about which theorems to
unify is to increase performance to acceptable levels.

A way to ensure that unification completes in a reasonable
time, would be to adjust the amount of theorems to unify,
based on how fast or slow the process is. The speed of
unification is based on the goal and theorems, where larger
and more complex types will be slower to unify. This could
be done by doing unification on theorems until a reasonable
time limit is reached, instead of doing unification on a constant
amount of theorems. Using a time limit allows for more
unifications in the case of uncomplicated types, while still
responding quickly if unification is slow.

2) Resiliency to Errors: Another desirable trait in code
completion is that it is reliable, instead of frequently crashing
or causing errors. For our algorithms, the only algorithms that
have had problems with errors are the ones related to uni-
fication. During testing, both unification algorithms regularly
either crashed or ended up running indefinitely on proofs, with
no obvious pattern as to which proofs provoked these.

To maintain the focus on the quality of completions, errors
were handled in the following ways. If unification crashed, it
simply returned the original list of completions, meaning it
would not perform worse than the algorithm used to perform
the initial ordering. The cases where unification ran indefi-
nitely were not included in the data set. This gives unification
a better score than it might have otherwise. If these errors
had been considered as cases where the algorithm simply
failed to produce the correct answer, then the score would
have been worse. However, these errors are likely more due
to faulty implementation in our algorithms or test suite, and
we therefore believe not letting their reliability affect their
benchmarking results is the right choice.

3) Long-Term Value: The algorithms in this paper mainly
focus on finding which theorems might be successfully ap-
plied. Selective Unification goes a step further and checks if
applying the theorem proves the goal in a single step or not.
Selective Split Unification goes even further, by distinguishing
between complete application and conditional application.

If several theorems are found that can be conditionally
applied, then it would be valuable to find theorems that are
more likely to result in the goal being proven later. One such
method might be to look at the premises in theorems and check
if they exist as hypotheses. If a theorem only has premises
that already exist, then the goal can be proven by applying
the theorem and afterwards applying the relevant hypotheses.

However, such a method is likely very computationally
expensive, given that doing so would involve trying to unify
each available hypothesis with every premise in every theorem.
It is therefore uncertain if such an algorithm would be feasible.

4) User Experience: An additional relevant criterion for
judging the algorithms would be user experience. User expe-
rience is affected by all of the other criteria. Code completion
will feel worse if it is slow, crashes often, or gives bad
completions.

However, there are other aspects of usability that are not
encapsulated by any of the above. Most of the algorithms
in this paper use heuristics to determine if a theorem can
be applied, but are unable to say with certainty whether
they actually can. However, Selective Unification can know
with certainty if a theorem can be applied, while Selective
Split Unification can know if a theorem can be conditionally
applied. This can allow the language server to mark theorems
if it detects that they can be applied. For example, theorems
that can be completely applied can be marked with a star,
while conditionally applicable theorems can be marked with
an empty star. An example of this can be seen in figure 2
in section I By using a star to signify successful application
could allow the user to avoid checking through theorems, as
they can be sure that the theorem applies.
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B. Matching on Theorem Conclusions

A common theme among the algorithms presented in this
paper is to handle conditional application by splitting the
theorem at every implication, and then looking at which split
best matches the goal. This is explicitly the idea behind Split
Type Intersection and Selective Split Unification. It also hap-
pens implicitly in Type Structure, which checks every subtree
for the best match, and some of these subtrees correspond
to the suffixes. This approach was used out of a desire to
handle any case, including those where the goal contained
an implication. In practice, it is very rare in Coq code to
have implications in the goal when trying to apply a theorem.
Instead, most developers when doing backwards reasoning will
first introduce all premises as hypotheses, and then try to apply
theorems to the goal.

This is especially problematic for Split Type Intersection,
which uses the overlap of types as a heuristic to try and find
the most similar type, using every split as a candidate for the
most similar set of types. Consider an example where the goal
contains the types A and B with no implications, and we want
to compare it to a theorem where the conclusion contains only
the type B, but a premise contains A. In this case, the theorem
would be evaluated as having a complete type overlap with the
goal, but it is unlikely to be applicable, given the conclusion
does not have all the types in the goal.

While Type Structure and Selective Split Unification use a
similar approach, they are not negatively impacted by it. For
Selective Split Unification, the heuristic function for ordering
is the same function that Coq uses for application, so it cannot
erroneously give a theorem a higher rank. Type Structure
uses an approach similar to unification, and should therefore
also be unable to make the mistake. However, checking all
suffixes and subtrees takes more time, than just checking
the conclusion. Therefore, both of these algorithms might be
changed to perform faster by only looking at the conclusion, at
the expense of being unable to work well in rare cases where
the goal contains implications.

C. Focus on apply Tactic

Since the algorithms are only meant to suggest theorems and
hypotheses, the algorithms are only benchmarked at areas of
the code where this is relevant, specifically right after apply
and rewrite. However, just because our completions can
potentially fit in these contexts, it does not mean that the
algorithms will be equally optimised for all of them.

For example, the core idea of Selective Unification was that
the end goal is to apply some theorem, and we therefore use
unification, which is the mechanism used by the apply tactic
to check what theorems are applicable. On a technical level,
Type Structure is also similar to the process of unification,
causing it to excel in the same places while also having
the same shortfalls. The idea of using unification as a code
completion heuristic only makes sense if we are trying to
optimise completions for apply. Looking at the results, the
Type Structure algorithm for rewrite indeed performs worse
when compared to the two intersection algorithms.

To remedy the problem of unification not working well
for rewrite, an algorithm inspired by Selective Unification
could be made. This new algorithm could use the function that
rewrite uses, to improve results.

It would also be possible to optimise for the apply in
tactic, supporting forward reasoning, but this is more difficult.
Instead of comparing theorems to a single goal, they would
have to be compared to all the hypotheses of the proof
state, multiplying the computation time by the number of
hypotheses. This is similar to the idea and problem presented
in section V-A3.

The best code completion is likely achieved by using
different strategies for different tactics. For example, using
Type Structure for apply and Split Type Intersection for
rewrite. Using this combination would give better results
than using either algorithm exclusively.

D. Missing Support for SSReflect

As a significant portion of Coq projects utilises SSReflect,
its exclusion presents a problem for our results [35].

Historically, the SSReflect implementation has been pro-
vided through MathComp, but as of Coq 8.7, SSReflect was
added to the standard library [36]. This means that many
significant proofs created using SSReflect use the MathComp
version, as they were created before its inclusion in Coq’s stan-
dard library. As a result, all of these proofs were unavailable
for inclusion in our data set.

SSReflect is a set of tactics for small-scale reflection
methodology for proofs. Many of these tactics have similar
or exact matches in the standard tactics library of Coq. As
SSReflect is focused on forward reasoning instead of the
backwards reasoning our ranking algorithms are intended for,
it is likely that our algorithms perform worse on SSReflect.
All of our ranking algorithms rely on matching the entire goal
against the theorems and with a larger goal, the matches are
likely to be less relevant. Using a different method of ranking
when working in SSReflect would therefore likely be fruitful.

E. Partial Sentences

VsCoq, and therefore our auto-completion, only executes
code in whole sentences. To reiterate the description from
section II-Al, a sentence is the smallest fragment of code that
can be interpreted, generally terminated by a period. In many
cases, this is not a problem, as a sentence will only correspond
to a single use of a tactic.

However, multiple steps may be applied inside the same
sentence, such as with the chaining operator ( ;). The chaining
operator makes it possible to apply tactics to multiple goals
at the same time if any previous tactic created sub-goals. From
the perspective of VsCoq, a sentence with chaining will keep
the same proof state throughout the whole sentence, but when
the kernel later validates the proof, the proof state changes
with each tactic. Therefore, any subsequent tactic application
after the first would be provided completions only relevant to
the first application, and be of little relevance to the user.
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VI. CONCLUSION

In this paper, we set out to answer the following problem
statement:

How can a system for providing useful code com-
pletion be created, in order to improve the process
of writing proofs in Coq?

To do this, we defined usefulness as the ability to put
completions desired by the user early in the list. To measure
and compare this usefulness, a test suite consisting of several
large Coq projects was created. We also created a formula for
converting the results into a comparable score, reflecting the
ability of algorithms to place the correct answer early in the
list, using fewer letters of the prefix.

With our system for testing usefulness, we presented a range
of algorithms ranging from a baseline approach that lacked
meaningful ordering to simple algorithms based on types, to
more sophisticated ones that analysed type structure. We then
explored the concept of enhancing the algorithms through
Selective Unification, and further expanding their capabilities
with conditional application.

In conclusion, Type Structure augmented with Selective
Split Unification is the most useful algorithm based on our
scoring results. When using no prefix to fuzzy match, the
correct answer is the top answer 27.0% of the time, and it
is in the top ten 53.3% of the time.

While this conclusion is based on data that does not include
SSReflect, it is still representative of the user experience of a
large part of the Coq user base. There are also many other
criteria for evaluating code completion, such as performance,
reliability and user experience, but these are outside the scope
of this paper. However, we argue that the most important
aspect is still the usefulness of code completion.

Through our efforts, we have improved VsCoq and pro-
vided several code completion algorithms, with a comparison
showing their relative usefulness, ready to be integrated into
VsCoq. This will allow users of VsCoq to more easily make
proofs by giving them access to code completion and bringing
the experience of program verification closer to the standard
of general-purpose programming languages.

A. Further Work

An obvious avenue of further work would be creating more
completion algorithms for Coq. There are probably still many
possibilities for better completion algorithms for theorems.
For example, machine learning has had promising results
in general-purpose programming languages[37], and has also
been investigated in other areas related to Coq[38][39]. One
example of this is Diversity-Driven Automated Formal Ver-
ification (DIVA) [40] by Sanchez-Stern et al., which uses a
diverse set of machine learning models to synthesise proofs.
The model works by choosing the most likely next step, so
should be possible to use as a heuristic for ranking possible
completions.

There are also several other unexplored dimensions of code
completions in Coq development that warrant further investi-
gation. The algorithms described here only suggest theorems
for application, but code completion is relevant for other
tactics as well, and for proving in general. The other modes
of interaction, writing functions, specifying theorems, and
defining tactics, each requires distinct completion algorithms.
Function definition will likely be able to pull ideas from
existing completion algorithms for general-purpose program-
ming languages, given its similarity to various functional
programming languages. However, both tactics definition and
theorem specification will likely require novel work to create
useful completion algorithms, due to only having equivalents
in other proof assistants that are also missing code completion.

Any code completion implemented for these other interac-
tion modes, could use the benchmarking procedures of this
paper with only minor changes required. This would require
changes to the test suite to detect more locations which are
suitable for completion, other than just apply and rewrite.

An alternative avenue of inquiry could be looking closer
at the results of the algorithms presented in this paper, and
especially, trying to identify what scenarios the algorithms
handle poorly. It might be possible to look at cases where the
algorithms are bad at finding the correct completion and see if
patterns exist in the types of goals it fails on. This knowledge
could then be used to improve the algorithms and improve the
usefulness of completions even further.

One avenue of further research could be replicating the
ideas of Robbes and Romain [6], and using more information
than just the proof currently being written. In their paper,
they use functions that have been recently changed as a basis
for completions. It is likely worth investigating whether this
approach is useful for the development of proofs.

Lastly, an obvious next step is to merge one of the algo-
rithms proposed in this paper into VsCoq, such that it can be
used by a wider audience than this paper can reach. Currently,
there are plans for this to happen sometime during the summer
of 2023, but will depend on some important improvements
being made, like having a timeout for unification and cleaning
up the code.
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APPENDIX A
TEST RESULTS FROM ALL TEST RUNS

Prefix

0

1

2

3

4

5

6

7

8

Ist
2nd
3rd
4-10th

0.1%
0.0%
0.0%
0.2%

8.5%
4.1%
3.5%
14.3%

29.8%
10.0%

5.2%
17.4%

35.0%
10.4%

5.7%
18.9%

38.6%
9.9%
6.3%

17.9%

41.9%
11.5%

6.5%
16.2%

49.1%
12.8%

5.9%
10.8%

50.2%
15.1%

5.3%
11.4%

53.8%
14.0%

6.2%
10.2%

Pass
Fail

0.2%
99.8%

30.4%
69.6%

62.3%
37.7%

70.0%
30.0%

72.7%
27.3%

76.1%
23.9%

78.7%
21.3%

82.0%
18.0%

84.2%
15.8%

TABLE 19 — Test results from Baseline, showing for each
prefix length how large a proportion of results appeared at each
position in the completions.

Prefix| O 1 2 3 4 5 6 7 8

4-10th

50.2%
15.0%

5.3%
11.4%

29.7% 53.8%
10.0%
5.2%

17.4%

35.0%
10.4%

5.7%
18.8%

38.6%
9.9%
6.4%

17.9%

41.9%
11.5%

6.5%
16.2%

49.1%
12.8%

5.9%
10.8%

1st
2nd
3rd

0.7%
0.0%
0.0%
0.2%

8.8%
4.1%
3.4%
14.1%

14.0%
6.2%
10.2%

72.7%
27.3%

76.1%
23.9%

78.6%
21.4%

81.9%
18.1%

0.8%
99.2%

30.4%
69.6%

62.3%
37.7%

70.0%
30.0%

Pass

Fail

84.1%
15.9%

TABLE 20 — Test results from Baseline with Unification,
showing for each prefix length how large a proportion of results
appeared at each position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8

4-10th

49.1% 50.2%
12.8% 15.0%
59% 5.3%
10.8% 11.4%

38.6%
9.9%
6.4%

17.9%

41.9%
11.5%

6.5%
16.2%

0.8%
0.1%
0.0%
0.2%

8.9% 29.7%
4.1% 10.0%
34% 5.2%
14.1% 17.4%

35.0%
10.4%

5.7%
18.8%

1st
2nd
3rd

53.8%
14.0%

6.2%
10.2%

78.6% 81.9%
21.4% 18.1%

72.7%
27.3%

76.1%
23.9%

1.0%
99.0%

30.4% 62.3%
69.6% 37.7%

70.0%
30.0%

Pass
Fail

84.1%
15.9%

TABLE 21 — Test results from Baseline with Split Unification,
showing for each prefix length how large a proportion of results
appeared at each position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8

4-10th

63.1%
11.5%
3.8%

50.5%
13.7%
7.1%

51.2%
14.4%
6.9%
8.1%

55.9%
12.3%
5.8%
7.3%

58.4%
11.8%
5.5%
6.4%

62.8%
10.1%
4.4%
6.7% 5.8%

22.4%
7.7%
5.6%

17.4%

26.4%
27.1%

9.5%
12.9% 9.8%

1st
2nd
3rd

66.1%
9.9%
4.0%
5.0%

83.9% 84.2%
16.1% 15.8%

81.3%
18.7%

82.0%
18.0%

53.0%
47.0%

75.8% 81.2%
24.1% 18.9%

80.6%
19.4%

Pass
Fail

85.0%
15.0%

TABLE 22 — Test results from Type Intersection with Split Uni-
fication, showing for each prefix length how large a proportion
of results appeared at each position in the completions.
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Prefix| O 1 2 3 4 5 6 7 8
1st(23.3% 26.4% 50.2% 50.2% 56.0% 58.9% 63.9% 64.1% 67.5%
2nd| 7.8% 27.4% 13.6% 14.8% 12.6% 11.8% 9.2% 11.1% 9.0%
3rd| 64% 95% 7.0% 68% 58% 52% 48% 33% 3.4%

4-10th|18.2% 13.0% 10.4% 9.3% 7.0% 62% 62% 59% 5.3%
Pass |55.7% 76.3% 81.3% 81.1% 81.3% 82.1% 84.1% 84.4% 85.3%
Fail |44.3% 23.7% 18.7% 18.9% 18.6% 17.9% 15.9% 15.6% 14.7%

Prefix| 0 1 2 3 4 5 6 7 8
Ist|21.5% 26.2% 50.4% 51.2% 55.9% 58.2% 62.7% 63.0% 66.0%
2nd| 7.8% 27.2% 13.8% 14.4% 12.4% 11.9% 10.1% 11.6% 10.0%
3rd| 5.6% 9.5% 7.0% 68% 57% 54% 45% 3.7% 3.9%

4-10th|18.0% 12.9% 9.9% 82% 7.4% 64% 6.7% 5.8% 5.0%
Pass|52.9% 75.8% 81.1% 80.6% 81.3% 82.0% 83.9% 84.2% 85.0%
Fail |47.1% 24.2% 18.9% 19.4% 18.7% 18.0% 16.1% 15.8% 15.0%

TABLE 27 — Test results from Split Type Intersection with Uni-
fication, showing for each prefix length how large a proportion
of results appeared at each position in the completions.

TABLE 23 — Test results from Type Intersection, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8
Prefix| 0 1 2 3 4 5 6 7 8 Ist|18.1% 15.8% 36.4% 40.4% 42.7% 47.7% 56.7% 57.4% 61.3%
Ist|21.8% 26.3% 50.5% 51.2% 55.9% 58.4% 62.8% 63.1% 66.1% ond| 1.7% 102% 11.8% 10.0% 105% 112% 9.7% 11.2% 10.5%
2nd| 7.6% 27.1% 13.8% 14.5% 12.3% 11.8% 10.1% 11.5% 9.9% 3id| 07% 55% 5.1% 6.6% 7.4% 4.4% 4.0% 51% 4.2%
3rd| 5.6% 9.6% 7.1% 69% 58% 55% 44% 38% 4.0% 4-10th| 3.3% 13.7% 17.5% 18.2% 16.0% 14.4% 9.8% 9.3% 8.0%
4-10th| 18.0% 12.9% 9.8% 8.1% 71.3% 64% 6.7% 58% 5.0% Pass [23.7% 45.1% 70.7% 75.2% 76.6% 77.7% 80.2% 83.1% 84.0%
Pass|53.0% 75.8% 81.2% 80.6% 81.3% 82.0% 83.9% 84.2% 85.0% Fail | 76.3% 54.9% 29.3% 24.8% 23.4% 22.3% 19.8% 16.9% 16.1%
Fail|47.0% 24.1% 18.9% 19.4% 18.7% 18.0% 16.1% 15.8% 15.0%
TABLE 28 — Test results from Type Structure with Split

Unification, with Atomic Bias 1 and Size Bias 1, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

TABLE 24 — Test results from Type Intersection with Unifica-
tion, showing for each prefix length how large a proportion of
results appeared at each position in the completions.

: Prefix| 0 1 2 3 4 5 6 7 8
Prefix] 0 ! 2 3 4 > 6 7 8 15t|25.5% 23.2% 45.4% 48.3% 51.9% 55.7% 60.8% 61.8% 65.3%
1t)122.8% 26.1% 50.2% 502% 55.9% 58.8% 63.8% 64.0% 67.4% ond| 5.3% 21.6% 12.6% 11.4% 10.8% 10.4% 10.2% 11.0% 10.0%
ond| 82% 27.7% 13.6% 14.7% 12.7% 11.9% 93% 112% 9.2% sdl 34% 59% 49% 45% S1% 42% 38% 36% 36%
3rd| 64% 9.5% 70% 68% 59% 52% 48% 33% 3.4% 4-10th| 9.5% 10.5% 13.0% 13.0% 10.0% 93% 73% 7.7% 6.0%
4-10th | 18.2% 13.0% 105% 94% 7.0% 6.2% 6.3% 60% 53% Pass [43.7% 61.2% 75.2% 77.1% 71.9% 79.6% 82.1% 84.2% 84.8%
Pass |55.6% 76.3% 81.3% 81.1% 81.4% 82.2% 84.2% 84.5% 85.4% Eail | 56.3% 38.8% 24.8% 22.9% 22.1% 204% 17.9% 15.8% 15.2%
Fail |44.4% 23.7% 18.7% 18.9% 18.6% 17.8% 15.8% 15.6% 14.6%

TABLE 29 - Test results from Type Structure with Split
Unification, with Atomic Bias 1 and Size Bias 2, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

TABLE 25 — Test results from Split Type Intersection, showing
for each prefix length how large a proportion of results appeared
at each position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8

Prefix| 0 1 2 3 4 5 6 7 8

1st{26.9% 27.1% 51.1% 51.4% 56.2% 59.7% 64.1% 64.9% 68.3%

1st{23.6% 26.4% 50.2% 50.2% 56.0% 58.9% 63.9% 64.1% 67.5%
2nd| 6.2% 25.1% 10.8% 12.6% 11.1% 10.3% 9.9% 10.6% 9.5%

2nd| 7.7% 27.4% 13.6% 14.8% 12.6% 11.8% 9.2% 11.1% 9.0%
3rd| 49% 7.0% 47% 32% 42% 3.7% 32% 3.0% 27%

3rd| 6.3% 95% 7.0% 68% 58% 52% 4.8% 33% 3.4%
4-10th|15.4% 11.0% 10.8% 11.1% 7.5% 69% 59% 5.8% 4.5%

4-10th|18.1% 13.0% 10.4% 93% 7.0% 62% 62% 59% 5.3%
Pass|55.7% 76.3% 81.3% 81.1% 81.3% 82.1% 84.1% 84.4% 85.3%
Fail |44.3% 23.7% 18.7% 18.9% 18.6% 17.9% 15.9% 15.6% 14.7%

Pass|53.5% 70.2% 77.4% 78.3% 78.9% 80.6% 83.1% 84.2% 85.0%
Fail |46.5% 29.9% 22.6% 21.7% 21.1% 19.4% 16.9% 15.8% 15.0%

TABLE 30 — Test results from Type Structure with Split

TABLE 26 — Test results from Split Type Intersection with Split
Unification, showing for each prefix length how large a propor-
tion of results appeared at each position in the completions.

Unification, with Atomic Bias 1 and Size Bias 5, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.
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Prefix| O 1 2 3 4 5 6 7 8

Prefix| O 1 2 3 4 5 6 7 8

1st|24.7% 23.0% 45.5% 48.9% 52.1% 56.0% 61.0% 61.9% 65.2%
2nd| 3.9% 18.1% 11.2% 11.3% 11.2% 10.4% 10.1% 10.9% 10.1%
3d| 3.0% 71% 57% 4.7% 4.7% 4.0% 3.8% 3.5% 3.8%
4-10th| 4.9% 104% 12.3% 12.1% 9.6% 9.0% 7.0% 7.7% 5.7%

1st|27.1% 27.1% 51.7% 51.7% 56.7% 59.8% 64.5% 65.2% 68.3%
2nd| 6.4% 26.2% 10.9% 13.1% 11.4% 10.8% 9.5% 10.4% 9.5%
3rd| 40% 6.4% 5.0% 3.6% 4.0% 3.6% 3.6% 28% 3.1%
4-10th|13.2% 12.0% 10.4% 10.5% 7.2% 6.6% 55% 5.5% 4.0%

Pass|36.4% 58.7% 74.7% 76.9% 17.6% 79.4% 81.9% 84.0% 84.7%
Fail |63.6% 41.3% 25.3% 23.1% 22.4% 20.6% 18.1% 16.0% 15.3%

Pass|50.6% 71.7% 78.0% 79.0% 79.3% 80.8% 83.1% 83.9% 84.9%
Fail [49.4% 28.4% 22.0% 21.0% 20.7% 19.2% 16.9% 16.1% 15.1%

TABLE 31 - Test results from Type Structure with Split
Unification, with Atomic Bias 2 and Size Bias 1, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

TABLE 35 — Test results from Type Structure with Split
Unification, with Atomic Bias 5 and Size Bias 2, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8

Prefix| 0 1 2 3 4 5 6 7 8

1st{26.7% 27.0% 50.6% 51.0% 55.8% 59.0% 63.8% 64.4% 68.0%
2nd| 6.2% 24.2% 10.9% 12.9% 11.6% 10.6% 9.7% 10.6% 9.3%
3rd| 47% 62% 45% 3.77% 3.8% 3.5% 34% 28% 32%
4-10th|13.6% 11.8% 11.2% 10.5% 7.5% 69% 59% 6.5% 4.6%

1st|27.0% 26.9% 51.6% 51.9% 57.1% 60.2% 64.9% 65.5% 68.5%
2nd| 6.6% 26.6% 11.4% 13.3% 11.5% 11.1% 9.7% 10.4% 9.6%
3rd| 44% 63% 49% 3.5% 42% 3.77% 3.6% 29% 33%
4-10th|15.3% 12.2% 10.7% 10.6% 6.7% 62% 52% 52% 3.6%

Pass|51.2% 69.2% 77.2% 78.1% 78.7% 80.0% 82.7% 84.3% 85.0%
Fail |48.8% 30.8% 22.8% 21.9% 21.4% 20.0% 17.3% 15.7% 15.0%

Pass|53.3% 72.2% 78.6% 79.4% 79.6% 81.2% 83.3% 84.1% 85.0%

Fail |46.7% 27.8% 21.4% 20.6% 20.4% 18.8% 16.7% 15.9% 15.0%

TABLE 32 - Test results from Type Structure with Split
Unification, with Atomic Bias 2 and Size Bias 2, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

TABLE 36 — Test results from Type Structure with Split
Unification, with Atomic Bias 5 and Size Bias 5, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

Prefix| O 1 2 3 4 5 6 7 8

Prefix| O 1 2 3 4 5 6 7 8

Ist27.1% 27.2% 51.6% 51.8% 56.7% 59.9% 64.7% 65.2% 68.2%
2nd| 6.6% 26.0% 10.9% 13.1% 11.4% 10.9% 9.3% 10.3% 9.4%
3rd| 45% 63% 50% 33% 39% 35% 3.6% 3.0% 3.4%
4-10th|15.6% 12.1% 10.7% 10.6% 7.1% 6.5% 55% 5.5% 3.8%

Ist[17.6% 15.6% 36.3% 40.5% 42.7% 47.7% 56.7% 57.4% 61.3%
2nd| 1.9% 10.4% 11.9% 9.9% 10.5% 11.2% 9.7% 11.2% 10.5%
3rd| 0.8% 54% 50% 6.6% 74% 44% 4.0% 51% 42%
4-10th| 3.3% 13.7% 17.6% 182% 16.0% 14.4% 98% 9.3% 8.0%

Pass|53.7% 71.7% 78.2% 78.8% 79.2% 80.8% 83.1% 84.1% 84.8%
Fail |46.3% 28.4% 21.8% 21.2% 20.8% 19.2% 16.9% 15.9% 15.2%

Pass|23.7% 45.1% 70.7% 75.2% 76.6% 77.7% 80.2% 83.1% 84.0%
Fail | 76.3% 54.9% 29.3% 24.8% 23.4% 22.3% 19.8% 16.9% 16.1%

TABLE 33 — Test results from Type Structure with Split
Unification, with Atomic Bias 2 and Size Bias 5, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

TABLE 37 — Test results from Type Structure, with Atomic
Bias 1 and Size Bias 1, showing for each prefix length how
large a proportion of results appeared at each position in the
completions.

Prefix| O 1 2 3 4 5 6 7 8

Prefix| O 1 2 3 4 5 6 7 8

1st{25.8% 26.2% 50.6% 51.6% 56.3% 59.6% 64.2% 64.7% 68.1%
2nd| 4.4% 22.8% 10.6% 12.8% 11.3% 10.3% 9.8% 10.7% 9.5%
3rd| 2.8% 6.6% 49% 3.4% 3.8% 3.7% 3.0% 28% 3.0%
4-10th| 6.1% 11.5% 11.2% 10.5% 7.4% 6.6% 58% 6.0% 4.4%

1st|24.7% 22.9% 45.4% 48.3% 51.9% 55.7% 60.8% 61.8% 65.3%
2nd| 5.6% 21.9% 12.7% 11.3% 10.8% 10.4% 10.2% 11.0% 10.0%
3rd| 3.6% 58% 4.1% 4.5% 5.1% 42% 3.8% 3.6% 3.6%
4-10th| 9.9% 10.5% 13.0% 13.0% 10.0% 9.3% 73% 7.7% 6.0%

Pass|39.0% 67.1% 77.3% 78.4% 78.8% 80.3% 82.7% 84.1% 85.0%
Fail |61.0% 32.9% 22.7% 21.6% 21.2% 19.7% 17.3% 15.9% 15.0%

Pass|43.7% 61.2% 75.2% 77.1% 77.9% 79.6% 82.1% 84.2% 84.8%
Fail | 56.3% 38.8% 24.8% 22.9% 22.1% 20.4% 17.9% 15.8% 15.2%

TABLE 34 — Test results from Type Structure with Split
Unification, with Atomic Bias 5 and Size Bias 1, showing for
each prefix length how large a proportion of results appeared at
each position in the completions.

TABLE 38 — Test results from Type Structure, with Atomic
Bias 1 and Size Bias 2, showing for each prefix length how
large a proportion of results appeared at each position in the
completions.
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Prefix| 0 1 2 3 4 5 6 7 8 Prefix| 0 1 2 3 4 5 6 7 8
1st[26.1% 26.8% 51.0% 51.4% 56.1% 59.6% 64.1% 64.8% 68.3% 1st[25.0% 25.9% 50.6% 51.7% 56.3% 59.6% 64.2% 64.7% 68.1%
2nd| 6.5% 25.5% 10.9% 12.5% 11.1% 10.3% 9.8% 10.6% 9.5% 2nd| 4.6% 23.2% 10.8% 12.7% 11.3% 103% 9.8% 10.7% 9.5%
3rd| 5.1% 69% 4.7% 32% 42% 3.7% 32% 3.0% 2.7% 3rd| 3.0% 65% 48% 3.5% 3.8% 37% 3.0% 28% 3.0%

4-10th|15.8% 11.0% 10.8% 112% 7.5% 69% 59% 5.8% 4.5% 4-10th| 6.2% 11.5% 11.2% 10.5% 7.4% 6.6% 58% 6.0% 4.4%
Pass |53.4% 70.1% 77.4% 78.3% 78.9% 80.5% 83.0% 84.2% 85.0% Pass |38.7% 67.0% 77.3% 78.4% 78.8% 80.3% 82.7% 84.1% 85.0%
Fail |46.6% 29.9% 22.6% 21.7% 21.1% 19.5% 17.0% 15.8% 15.0% Fail |61.3% 33.0% 22.7% 21.6% 21.2% 19.7% 17.3% 15.9% 15.0%

TABLE 39 — Test results from Type Structure, with Atomic
Bias 1 and Size Bias 5, showing for each prefix length how
large a proportion of results appeared at each position in the

TABLE 43 — Test results from Type Structure, with Atomic
Bias 5 and Size Bias 1, showing for each prefix length how
large a proportion of results appeared at each position in the

completions. completions.

Prefix| O 1 2 3 4 5 6 7 8 Prefix| O 1 2 3 4 5 6 7 8
1st|23.9% 22.7% 45.5% 49.0% 52.1% 56.1% 61.2% 62.0% 65.3% 1st|26.3% 26.7% 51.7% 51.7% 56.8% 60.0% 64.6% 65.3% 68.4%
2nd| 4.1% 18.6% 11.3% 11.2% 11.1% 10.4% 10.1% 10.9% 10.1% 2nd| 6.6% 26.6% 11.1% 13.1% 11.3% 10.8% 9.5% 10.4% 9.5%
3rd| 3.1% 7.0% 57% 47% 4.8% 4.0% 3.8% 3.5% 3.8% 3rd| 42% 63% 48% 35% 39% 35% 3.6% 2.8% 3.1%

4-10th| 5.1% 10.4% 12.3% 122% 9.6% 9.0% 7.0% 7.7% 5.7% 4-10th[13.5% 12.0% 10.5% 10.7% 7.3% 6.7% 5.5% 5.5% 4.0%
Pass [36.2% 58.7% 74.8% 77.0% 77.7% 79.5% 82.0% 84.2% 84.8% Pass [50.5% 71.7% 78.1% 79.0% 79.3% 81.0% 83.2% 84.1% 85.0%
Fail | 63.8% 41.3% 25.2% 23.0% 22.3% 20.5% 18.0% 15.8% 15.2% Fail |49.5% 28.3% 21.9% 21.0% 20.6% 19.0% 16.8% 15.9% 15.0%

TABLE 40 — Test results from Type Structure, with Atomic
Bias 2 and Size Bias 1, showing for each prefix length how
large a proportion of results appeared at each position in the

TABLE 44 — Test results from Type Structure, with Atomic
Bias 5 and Size Bias 2, showing for each prefix length how
large a proportion of results appeared at each position in the

completions. completions.

Prefix| O 1 2 3 4 5 6 7 8 Prefix| O 1 2 3 4 5 6 7 8
1st|25.9% 26.6% 50.5% 51.0% 55.7% 59.1% 63.8% 64.5% 68.0% 1st{26.1% 26.6% 51.5% 51.9% 57.0% 60.2% 64.9% 65.5% 68.5%
2nd| 6.5% 24.6% 11.0% 12.8% 11.5% 10.6% 9.7% 10.6% 9.3% 2nd| 6.9% 27.1% 11.5% 13.2% 11.5% 11.1% 9.7% 10.4% 9.6%
3rd| 49% 62% 4.4% 37% 39% 35% 34% 2.8% 3.2% 3rd| 45% 63% 48% 34% 42% 37% 3.6% 29% 3.2%

4-10th[13.9% 11.8% 11.3% 10.6% 7.5% 69% 59% 6.5% 4.5% 4-10th [ 15.6% 12.3% 10.8% 10.8% 6.7% 62% 52% 5.2% 3.7%
Pass [51.1% 69.2% 77.2% 78.0% 78.6% 80.0% 82.7% 84.3% 85.0% Pass [53.1% 72.2% 78.5% 79.3% 79.5% 81.2% 83.3% 84.1% 85.0%
Fail | 48.9% 30.8% 22.8% 22.0% 21.4% 20.0% 17.3% 15.7% 15.0% Fail |46.9% 27.8% 21.5% 20.7% 20.5% 18.8% 16.7% 15.9% 15.0%

TABLE 41 — Test results from Type Structure, with Atomic
Bias 2 and Size Bias 2, showing for each prefix length how
large a proportion of results appeared at each position in the

TABLE 45 — Test results from Type Structure, with Atomic
Bias 5 and Size Bias 5, showing for each prefix length how
large a proportion of results appeared at each position in the

completions. completions.

Prefix| O 1 2 3 4 5 6 7 8 Prefix| O 1 2 3 4 5 6 7 8
1st|26.3% 26.9% 51.5% 51.8% 56.6% 60.0% 64.7% 65.3% 68.3% 1st|26.1% 26.5% 51.5% 52.0% 57.2% 60.3% 65.0% 65.5% 68.6%
2nd| 6.8% 26.4% 11.0% 13.1% 11.4% 10.9% 9.4% 10.3% 9.4% 2nd| 7.0% 26.9% 11.2% 13.3% 11.2% 10.9% 9.3% 10.4% 9.3%
3rd| 47% 62% 49% 33% 4.0% 3.5% 3.6% 3.0% 3.4% 3rd| 44% 64% 52% 33% 44% 3.6% 38% 29% 32%

4-10th [ 15.8% 12.2% 10.8% 10.7% 7.2% 6.6% 5.6% 5.6% 3.9% 4-10th [ 15.6% 12.0% 10.3% 10.4% 6.7% 6.4% 5.1% 5.3% 3.8%
Pass [53.6% 71.7% 78.2% 78.8% 79.2% 81.0% 83.2% 84.2% 85.0% Pass [53.1% 71.9% 78.2% 79.0% 79.5% 81.2% 83.2% 84.1% 85.0%
Fail | 46.4% 28.3% 21.8% 21.2% 20.8% 19.0% 16.8% 15.8% 15.0% Fail | 46.9% 28.1% 21.8% 21.0% 20.5% 18.8% 16.8% 15.9% 15.0%

TABLE 42 — Test results from Type Structure, with Atomic
Bias 2 and Size Bias 5, showing for each prefix length how
large a proportion of results appeared at each position in the
completions.

TABLE 46 — Test results from Type Structure, with Atomic
Bias 10 and Size Bias 10, showing for each prefix length how
large a proportion of results appeared at each position in the
completions.
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Prefix| 0 1 2 3 4 5 6 7 8 Prefix| 0 1 2 3 4 5 6 7 8
Ist[17.9% 15.8% 36.4% 40.4% 42.7% 47.71% 56.7% 57.4% 61.3% 1st(26.4% 27.0% 50.6% 50.9% 55.7% 59.1% 63.8% 64.5% 68.0%
2nd| 1.7% 10.2% 11.8% 10.0% 10.5% 11.2% 9.7% 11.2% 10.5% 2nd| 6.3% 24.2% 10.9% 12.9% 11.6% 10.6% 9.7% 10.6% 9.3%
3rd| 0.8% 55% 51% 6.6% 74% 44% 4.0% 51% 4.2% 3rd| 4.8% 62% 45% 3.7% 3.8% 35% 34% 28% 32%

4-10th| 3.3% 13.7% 17.5% 18.2% 16.0% 14.4% 9.8% 9.3% 8.0% 4-10th|13.6% 11.8% 11.2% 10.5% 7.5% 69% 59% 6.5% 4.5%
Pass |23.7% 45.1% 70.7% 75.2% 76.6% 71.7% 80.2% 83.1% 84.0% Pass |51.2% 69.2% 77.2% 78.0% 78.6% 80.0% 82.7% 84.3% 85.0%
Fail | 76.3% 54.9% 29.3% 24.8% 23.4% 22.3% 19.8% 16.9% 16.1% Fail | 48.8% 30.8% 22.8% 22.0% 21.4% 20.0% 17.3% 15.7% 15.0%

TABLE 47 — Test results from Type Structure with Unification,
with Atomic Bias 1 and Size Bias 1, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

TABLE 51 — Test results from Type Structure with Unification,
with Atomic Bias 2 and Size Bias 2, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8 Prefix| 0 1 2 3 4 5 6 7 8
1st{25.3% 23.2% 45.4% 48.3% 51.9% 55.7% 60.8% 61.8% 65.3% 1st{26.9% 27.2% 51.6% 51.7% 56.7% 59.9% 64.7% 65.3% 68.2%
2nd| 5.3% 21.6% 12.6% 11.4% 10.8% 10.4% 10.2% 11.0% 10.0% 2nd| 6.6% 26.0% 10.9% 13.1% 11.3% 10.9% 9.3% 10.3% 9.4%
3rd| 35% 59% 42% 4.5% 5.1% 42% 3.8% 3.6% 3.6% 3rd| 46% 63% 50% 33% 39% 3.5% 3.6% 3.0% 3.4%

4-10th| 9.6% 10.5% 13.0% 13.0% 10.0% 9.3% 73% 71.7% 6.0% 4-10th|15.6% 12.1% 10.7% 10.6% 7.1% 6.5% 55% 5.5% 3.8%
Pass |43.7% 61.2% 752% 77.1% 77.9% 79.6% 82.1% 84.2% 84.8% Pass|53.6% 71.6% 78.1% 78.7% 79.1% 80.9% 83.1% 84.1% 84.8%
Fail | 56.3% 38.8% 24.8% 22.9% 22.1% 20.4% 17.9% 15.8% 15.2% Fail |46.4% 28.4% 21.9% 21.3% 20.9% 19.1% 16.9% 15.9% 15.2%

TABLE 48 — Test results from Type Structure with Unification,
with Atomic Bias 1 and Size Bias 2, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

TABLE 52 — Test results from Type Structure with Unification,
with Atomic Bias 2 and Size Bias 5, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8 Prefix| 0 1 2 3 4 5 6 7 8
1st(26.7% 27.1% 51.0% 51.3% 56.1% 59.6% 64.1% 64.8% 68.3% 1st[25.5% 26.2% 50.6% 51.6% 56.3% 59.6% 64.2% 64.7% 68.1%
2nd| 6.3% 25.1% 10.8% 12.6% 11.1% 10.3% 9.8% 10.6% 9.5% 2nd| 4.4% 22.9% 10.7% 12.8% 11.3% 10.3% 9.8% 10.7% 9.5%
3rd| 5.1% 7.0% 47% 32% 42% 3.7% 32% 3.0% 27% 3rd| 29% 6.6% 49% 3.5% 38% 37% 30% 28% 3.0%

4-10th|15.5% 10.9% 10.8% 11.1% 7.5% 69% 59% 5.8% 4.5% 4-10th| 6.1% 11.5% 11.2% 10.5% 7.4% 6.6% 58% 6.0% 4.4%
Pass|53.5% 70.1% 77.4% 78.3% 78.9% 80.5% 83.0% 84.2% 85.0% Pass|38.9% 67.1% 77.3% 78.4% 78.8% 80.3% 82.7% 84.1% 85.0%
Fail [46.5% 29.9% 22.6% 21.7% 21.1% 19.5% 17.0% 15.8% 15.0% Fail [61.1% 32.9% 22.7% 21.6% 21.2% 19.7% 17.3% 15.9% 15.0%

TABLE 49 — Test results from Type Structure with Unification,
with Atomic Bias 1 and Size Bias 5, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

TABLE 53 — Test results from Type Structure with Unification,
with Atomic Bias 5 and Size Bias 1, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

Prefix| 0 1 2 3 4 5 6 7 8 Prefix| 0 1 2 3 4 5 6 7 8
1st|24.4% 23.0% 45.5% 48.9% 52.1% 56.0% 61.0% 61.9% 65.2% 1st(26.8% 27.1% 51.7% 51.7% 56.6% 59.8% 64.5% 65.2% 68.3%
2nd| 3.9% 182% 11.3% 11.3% 11.2% 10.4% 10.1% 10.9% 10.1% 2nd| 6.4% 26.2% 10.9% 13.1% 11.3% 10.8% 9.5% 10.4% 9.5%
3rd| 3.1% 7.1% 57% 47% 4.7% 4.0% 38% 3.5% 3.8% 3rd| 4.1% 64% 50% 3.6% 4.0% 3.6% 3.6% 28% 3.1%

4-10th| 4.9% 104% 12.3% 12.1% 9.6% 9.0% 7.0% 7.7% 5.7% 4-10th|13.2% 11.9% 10.4% 10.5% 72% 6.6% 55% 5.5% 4.0%
Pass |36.4% 58.7% 74.7% 76.9% 77.6% 79.4% 81.9% 84.0% 84.7% Pass |50.5% 71.6% 78.0% 78.9% 79.2% 80.9% 83.1% 83.9% 84.9%
Fail |63.6% 41.3% 25.3% 23.1% 22.4% 20.6% 18.1% 16.0% 15.3% Fail |49.5% 28.4% 22.0% 21.1% 20.8% 19.1% 16.9% 16.1% 15.1%

TABLE 50 — Test results from Type Structure with Unification,
with Atomic Bias 2 and Size Bias 1, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.

TABLE 54 — Test results from Type Structure with Unification,
with Atomic Bias 5 and Size Bias 2, showing for each prefix
length how large a proportion of results appeared at each
position in the completions.
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Algorithm Atomic Bias Size Bias Score
Baseline - - 26.03
Baseline with Unifica- - - 26.26
tion
Baseline with  Split - - 26.33
Unification
Type Intersection - - 49.68
Type Intersection with - - 49.77
Unification
Type Intersection with - - 49.97
Split Unification
Split Type Intersection - - 50.40
Split Type Intersection - - 50.54
with Unification
Split Type Intersection - - 50.61
Split Unification
Type Structure 1 1 37.36
2 46.55
5 50.40
Prefix| 0 1 2 3 4 5 6 7 8 2 1 45.50
1st|26.7% 26.9% 51.5% 51.9% 57.0% 60.2% 64.9% 65.5% 68.5% 2 49.87
2nd| 6.7% 26.6% 11.4% 133% 11.5% 11.1% 9.7% 10.4% 9.6% 5 50.83
3rd| 45% 63% 49% 35% 42% 37% 3.6% 29% 3.3% 5 1 48.43
4-10th[153% 12.2% 10.7% 10.6% 6.7% 62% 52% 5.2% 3.6% ) 50.55
Pass [53.1% 72.2% 78.5% 79.3% 79.5% 81.2% 83.3% 84.1% 85.0% 5 50.87
Fail [46.9% 27.8% 21.5% 20.7% 20.5% 18.8% 16.7% 15.9% 15.0% 10 10 50.84
TABLE 55 — Test results from Type Structure with Unification, Type Structure with 1 1 37.44
with Atomic Bias 5 and Sizq Bias 5, showing for each prefix Unification ) 4671
length how large a proportion of results appeared at each
position in the completions. 5 50.57
2 1 45.64
2 50.05
5 50.98
5 1 48.60
2 50.68
5 51.05
Type Structure with 1 1 37.48
Split Unification 2 46.76
5 50.66
2 1 45.71
2 50.13
5 51.06
5 1 48.68
2 50.76
5 51.13

TABLE 56 — Score of all the combinations of algorithms and
parameters tests were run for.
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Algorithm Atomic Bias Size Bias Score Algorithm Atomic Bias Size Bias Time (ms)
Baseline - - 0.11 Baseline - - 686
Baseline with Unifica- - - 0.69 Baseline with Unifica- - - 687
tion tion
Baseline with  Split - - 0.84 Baseline with  Split - - 688
Unification Unification
Type Intersection - - 30.42 Type Intersection - - 709
Type Intersection with - - 30.58 Type Intersection with - - 698
Unification Unification
Type Intersection with - - 31.11 Type Intersection with - - 700
Split Unification Split Unification
Split Type Intersection - - 32.18 Split Type Intersection - - 716
Split Type Intersection - - 32.47 Split Type Intersection - - 709
with Unification with Unification
Split Type Intersection - - 32.66 Split Type Intersection - - 709
with Split Unification with Split Unification
Type Structure 1 1 19.41 Type Structure 1 1 703
2 30.39 2 703
5 33.75 5 700
2 1 27.96 2 1 701
2 33.08 2 698
5 33.96 5 698
5 1 29.38 5 1 699
2 33.29 2 698
5 33.75 5 699
10 10 33.73 10 10 694
Type Structure with 1 1 19.59 Type Structure with 1 1 699
Unification 2 30.76 Unification 2 699
5 34.16 5 700
2 1 28.36 2 1 699
2 33.48 2 700
5 34.37 5 699
5 1 29.78 5 1 698
2 33.65 2 698
5 34.16 5 696
Type Structure with 1 1 19.69 Type Structure with 1 1 698
Split Unification 2 30.90 Split Unification o) 697
5 34.36 5 698
2 1 28.54 2 1 698
2 33.68 2 698
5 34.57 5 698
5 1 29.96 5 1 695
2 33.85 2 698
5 34.36 5 697

TABLE 57 — Score based exclusively on no prefix of all the
combinations of algorithms and parameters tests were run for.

TABLE 58 — The mean duration of each call for completions,
for each algorithm.
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